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    GettextTranslator

[image: CI]
GettextTranslator is a robust translation utility for Elixir projects that leverages advanced AI endpoints to provide high-quality translations. The library seamlessly integrates with Elixir's Gettext, enabling you to maintain the integrity of your application's messages while translating them accurately. It supports multiple AI providers, making it adaptable to your preferred translation service.
Changelog: See CHANGELOG.md for detailed changes in each version.  
Important Note
Observed that regular :gettext will create a different structure for the translations than the GettextTranslator does. This create a little chaos in the translations while commiting them to the repo. 
Hack to fix it, run you mix gettext.extract one more time after translations are done, that will fix the structure and only new translations will be in diff for commit.
Features
	Multi-Provider Support: Easily switch between translation endpoints such as Ollama AI and OpenAI.
	Customizable Configurations: Define your own translation persona, style, and languages to ignore.
	CLI Integration: Translate Gettext files directly from the command line.
	Seamless Gettext Integration: Automatically translate files in your Gettext directory.
	Live Dashboard:	Monitor and manage translations through Phoenix LiveDashboard
	Tab-based navigation: Translation Stats, New Extracted, and New Translated views
	Extract & Merge from the dashboard — run mix gettext.extract --merge without leaving the browser
	Batch Translate all pending entries with a single click, with real-time progress tracking
	LLM Provider Override — switch AI provider/model per session without changing config files
	Review, edit, and approve translations with a dedicated post-translation review tab
	Direct editing of translations with inline LLM translation assistance
	Save changes back to PO files or create Git PRs directly


	Production Ready: Works in both development and release environments with proper path handling.
	Pluralization Support: Properly handles language-specific plural forms (including Ukrainian with three forms).

Dashboard Workflow
The dashboard provides a complete translation management workflow — from extracting new strings, through LLM-powered batch translation, to reviewing and approving results — all without leaving the browser.
Step 1: Translation Stats Overview
After loading translations, the Translation Stats tab shows a summary of all languages and domains with counts, pending items, and changelog status.
[image: Translation Stats overview]
Step 2: Override LLM Provider (Optional)
Click Override LLM Provider to switch the AI provider for the current session without changing your config files. Select an adapter (OpenAI, Anthropic, Ollama, Google AI), enter the model name, API key, and optionally a custom endpoint URL.
[image: LLM Override form]
Step 3: Extract & Merge New Translations
Click Extract & Merge to run mix gettext.extract --merge from the dashboard. The dashboard automatically switches to the New Extracted tab, showing newly discovered translation strings grouped by language and domain.
[image: New Extracted tab with pending translations]
Step 4: Batch Translate All Pending
Click Batch Translate All Pending to send every pending entry to your configured LLM provider. A progress bar tracks the translation in real-time.
[image: Batch translation in progress]
Step 5: Review New Translations
After batch translation completes, the New Translated tab appears automatically. It shows all translations created during this session, grouped by language and domain. From here you can drill into individual entries to review, edit, or approve them before saving to files.
[image: New Translated tab for review]
Additional Dashboard Views
List all translations in the dashboard:
[image: all translations]
View and edit individual translations:
[image: view translation]
Installation
Add gettext_translator to your dependencies in your mix.exs:
def deps do
  [
    {:gettext_translator, "~> 0.9.0"}
  ]
end
Then, run:
mix deps.get

Configuration
Configure GettextTranslator in your config/config.exs file. Below are examples using two different AI translation endpoints.
Using Ollama AI
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOllamaAI,
  endpoint_model: "llama3.2:latest",
  endpoint_temperature: 0,
  endpoint_config: %{}, # Leave empty if running Ollama locally with the default API endpoint
  persona: "You are a professional translator. Your goal is to translate the message to the target language while preserving meaning and length.",
  style: "Casual, using simple language",
  ignored_languages: ["en"]
Using OpenAI
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOpenAI,
  endpoint_model: "gpt-4",
  endpoint_temperature: 0,
  endpoint_config: %{
    "openai_key" => "YOUR_OPENAI_KEY",
    "openai_org_id" => "YOUR_ORG_ID"
  },
  persona: "You are a professional translator. Your goal is to translate the message to the target language while preserving meaning and length.",
  style: "Casual, using simple language",
  ignored_languages: ["en"]
Using Anthropic Claude
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatAnthropic,
  endpoint_model: "claude-3-5-sonnet-20241022",
  endpoint_temperature: 0,
  endpoint_config: %{
    "anthropic_key" => "YOUR_ANTHROPIC_API_KEY"
  },
  persona: "You are a professional translator. Your goal is to translate the message to the target language while preserving meaning and length.",
  style: "Casual, using simple language",
  ignored_languages: ["en"]
Using Google Gemini
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatGoogleAI,
  endpoint_model: "gemini-pro",
  endpoint_temperature: 0,
  endpoint_config: %{
    "google_ai_key" => "YOUR_GOOGLE_AI_KEY"
  },
  persona: "You are a professional translator. Your goal is to translate the message to the target language while preserving meaning and length.",
  style: "Casual, using simple language",
  ignored_languages: ["en"]
Using TranslateGemma
TranslateGemma is a collection of open translation models built on Gemma 3, available in 4B, 12B, and 27B parameter sizes, supporting 55 languages. GettextTranslator automatically detects TranslateGemma models by name and applies the required prompt format (single user message with professional translator persona, no system message).
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatGoogleAI,
  endpoint_model: "translategemma-27b",
  endpoint_temperature: 0,
  endpoint_config: %{
    "google_ai_key" => "YOUR_GOOGLE_AI_KEY"
  },
  source_language: "en",  # optional, defaults to "en"
  ignored_languages: ["en"]
You can also use TranslateGemma via Ollama:
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOllamaAI,
  endpoint_model: "translategemma-12b",
  endpoint_temperature: 0,
  endpoint_config: %{},
  source_language: "en",
  ignored_languages: ["en"]
Note: When using TranslateGemma, the persona and style config options are ignored — the model uses its own built-in prompt structure. The source_language option specifies the language of your msgid strings (defaults to "en").

Tuning request retries (optional)
Since LangChain 0.7.0, Req-level HTTP retries are disabled by default and transient
errors (e.g. 429 Too Many Requests, 503) bubble up after LangChain's own
retry_count attempts (default: 2). If you translate against rate-limited or
flaky endpoints, set :endpoint_retry_count to raise (or 0 to disable) retries:
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOpenAI,
  endpoint_model: "gpt-4",
  endpoint_temperature: 0,
  endpoint_config: %{"openai_key" => "YOUR_OPENAI_KEY"},
  endpoint_retry_count: 5
When :endpoint_retry_count is omitted, the chat model's own default is used.
Using a Custom Remote LLM
GettextTranslator supports any LLM provider compatible with LangChain (>= 0.8.0). The library dynamically configures LangChain at runtime using the endpoint_config map. Configuration keys are automatically converted to LangChain application environment variables.
For example, to use a custom OpenAI-compatible endpoint:
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOpenAI,
  endpoint_model: "your-custom-model",
  endpoint_temperature: 0,
  endpoint_config: %{
    "openai_key" => "YOUR_API_KEY",
    # Custom endpoint URL
    "openai_endpoint" => "https://your-custom-endpoint.com/v1/chat/completions"
  },
  persona: "You are a professional translator. Your goal is to translate the message to the target language while preserving meaning and length.",
  style: "Casual, using simple language",
  ignored_languages: ["en"]
Note: As of LangChain 0.4.0, the following models are officially supported:
	OpenAI ChatGPT
	Anthropic Claude
	Google Gemini
	Google Vertex AI

For other models, you may need to use GettextTranslator 0.4.5 (LangChain 0.3.3) or implement a custom adapter.
📘 For detailed information about custom endpoints, response formats, and adapter implementation, see CUSTOM_ENDPOINTS.md
Usage
Running the Translator via CLI
Translate Using the Default Gettext Folder
To translate the default Gettext folder (priv/gettext), simply run:
mix gettext_translator.run

Translate Using a Specific Gettext Folder
If your Gettext files are located in a different directory, specify the path:
mix gettext_translator.run path/to/your/gettext

Phoenix LiveDashboard Integration
GettextTranslator provides a full web UI for managing translations through Phoenix LiveDashboard. See the Dashboard Workflow section above for a visual walkthrough.
Setup Dashboard Integration
	Add the required dependencies to your Phoenix application:

def deps do
  [
    {:gettext_translator, "~> 0.9.0"},
    {:phoenix_live_dashboard, ">= 0.6.0"},
    {:phoenix_live_view, ">= 0.17.0"}
  ]
end
	Add the GettextTranslator supervisor to your application:

# lib/my_app/application.ex
def start(_type, _args) do
  children = [
    # ... other children
    GettextTranslator.Supervisor
  ]
  
  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
	Add the dashboard page to your Phoenix router:

# lib/my_app_web/router.ex
import Phoenix.LiveDashboard.Router

scope "/" do
  pipe_through [:browser, :admin_auth] # replace with your actual pipeline
  
  live_dashboard "/dashboard",
    metrics: MyAppWeb.Telemetry,
    additional_pages: 
    [existing pages]
    ++
    [
    gettext_translations: {
      GettextTranslator.Dashboard.DashboardPage,
      [
        # Use relative path, will be resolved at runtime
        gettext_path: "priv/gettext",
        application: :my_app
      ]
    }
  ]
end
	For Mix Releases we need to add the gettext_translator output files to the release assets:

def project do
    [
      app: :my_app,
      ...,
      deps: deps(),
      releases: [
        my_app: [
          ...,
          # Explicitly include translation_changelog directory
          steps: [:assemble, &copy_translation_files/1]
        ]
      ]
    ]
  end

  defp copy_translation_files(release) do
    File.mkdir_p!(Path.join([release.path, "lib", "my_app-#{release.version}", "priv", "translation_changelog"]))

    source_dir = "priv/translation_changelog"
    target_dir = Path.join([release.path, "lib", "my_app-#{release.version}", "priv", "translation_changelog"])

    if File.exists?(source_dir) do
      File.cp_r!(source_dir, target_dir)
    end

    release
  end
Using the Translation API
While the full UI is under development, you can use the Translation API directly in your application:
# Start the store manually if not using GettextTranslator.Supervisor
GettextTranslator.Dashboard.start_translation_store()

# Load translations from your gettext path
GettextTranslator.Dashboard.load_translations("priv/gettext")

# Get all loaded translations
translations = GettextTranslator.Dashboard.TranslationStore.list_translations()

# Filter translations by criteria
pending = GettextTranslator.Dashboard.TranslationStore.filter_translations(%{status: :pending})
es_translations = GettextTranslator.Dashboard.TranslationStore.filter_translations(%{language_code: "es"})
Git Integration
  Get a token from your Git provider, write_repository and api access is sufficient. As the logic is making PR/MR requests.
GitHub
To use GitHub as a git provider, you need to configure the following options in your config/config.exs:
config :gettext_translator, :git_config, %{
    github_token: "YOUR_GITHUB_TOKEN",
    repo_url: "https://github.com/YOUR_USERNAME/YOUR_REPOSITORY",
    base_branch: "main",
    provider: "github"
  }
GitLab
To use GitLab as a git provider, you need to configure the following options in your config/config.exs:
config :gettext_translator, :git_config, %{
    gitlab_token: "YOUR_GITLAB_TOKEN",
    repo_url: "https://gitlab.com/YOUR_USERNAME/YOUR_REPOSITORY",
    base_branch: "main",
    provider: "gitlab"
  }
Advanced Examples
Batch Translation Script
For projects with multiple Gettext directories, you can create a custom Elixir module to run translations in batch:
defmodule BatchTranslator do
  def run do
    ["priv/gettext", "lib/my_app/gettext"]
    |> Enum.each(fn path ->
      System.cmd("mix", ["gettext_translator.run", path])
    end)
  end
end
Run the batch translation in IEx:
iex -S mix
iex> BatchTranslator.run()

Overriding Configurations at Runtime
You might want to adjust the translation behavior without changing your config files permanently. Override settings in IEx:
iex> Application.put_env(:gettext_translator, :persona, "Translate concisely and accurately.")
Documentation
Comprehensive documentation is available on HexDocs. It covers detailed configuration options, advanced usage, integration guides, and best practices.
Contributing
We welcome contributions from the community! Please review our CONTRIBUTING.md for guidelines on submitting issues and pull requests.
License
GettextTranslator is released under the Apache License 2.0 License.


  

    Changelog

All notable changes to this project will be documented in this file.
[0.9.0] - 2026-06-01
Changed
	LangChain requirement widened to >= 0.8.0 (was ~> 0.6.2). The open upper
bound means GettextTranslator no longer pins a maximum LangChain version, so host
applications are free to upgrade LangChain (0.8.x, 0.9.x, …) without this library
blocking dependency resolution. Verified compiling and testing clean against
LangChain 0.8.11. The existing ContentPart / LLMChain.run/2 handling already
covers the upstream content-structure and return-value changes introduced in 0.4.0.

Added
	Configurable request retries — New optional :endpoint_retry_count config key,
forwarded to the chat model constructor. Since LangChain 0.7.0 disabled Req-level
HTTP retries by default and surfaces transient 429/503 errors after retry_count
attempts (upstream default: 2), this lets you raise or disable retries for
rate-limited endpoints. When omitted, the chat model's own default is used.

Dependencies
	Bumped tooling/optional dependencies to latest within existing requirements:
credo 1.7.16 → 1.7.18, ex_doc 0.40.1 → 0.40.3,
phoenix_live_view 1.1.22 → 1.1.31.

[0.8.0] - 2026-03-26
Added
	TranslateGemma Support — Automatic detection and prompt formatting for Google's TranslateGemma open translation models (4B, 12B, 27B). When the model name contains "translategemma" (case-insensitive), the library uses the model's required prompt structure: a single user message with professional translator persona, source/target language names and ISO codes, and two blank lines before the text to translate. No system message is sent.
	Source Language Configuration — New :source_language config option to specify the language of msgid strings (defaults to "en"). Used by TranslateGemma to build accurate source-to-target translation prompts.
	Language Names Utility — New GettextTranslator.Util.LanguageNames module mapping 90+ POSIX locale codes to full language names and ISO/BCP47 codes. Handles regional variants (e.g., pt_BR -> "Portuguese" / pt-BR, zh_CN -> "Chinese (Simplified)" / zh-Hans).

Changed
	GettextTranslator.Processor.LLM now branches prompt construction based on model type: TranslateGemma models use the dedicated format, all other models use the existing system+user message format unchanged.
	Provider type updated to include source_language field across parser, translator type, and dashboard resolver.

[0.7.0] - 2026-02-28
Breaking Changes
LangChain Upgrade: 0.5.x → 0.6.0
This release upgrades the LangChain dependency from ~> 0.5.0 to ~> 0.6.0, which includes new features and breaking changes upstream.
Upstream Breaking Changes (LangChain 0.6.0)
	DeepResearch Source Migration — Inline Source struct replaced with unified Citation/CitationSource structs
	Perplexity Response Format — Content now returns as ContentPart structs instead of plain strings
	Google AI Grounding Metadata — Raw metadata moved to message.metadata["grounding_metadata"]

Note: These upstream changes do not affect the core translation workflow of this library, as it does not use DeepResearch, Perplexity, or Google AI grounding features directly.

New Upstream Features Available
	Citations Support — Unified citation abstraction across all providers (Anthropic, OpenAI, Google AI, Perplexity)
	Customizable Run Modes — Composable execution modes (WhileNeedsResponse, UntilSuccess, Step, UntilToolUsed)
	Streaming Reasoning Callbacks — on_llm_reasoning_delta for Azure OpenAI reasoning summaries

Added
	Quick Prompt Buttons — Locale-aware translation action buttons (Regenerate, Short Version, Rephrase, Synonyms) in the translation details panel
	PromptTemplates Module — New GettextTranslator.Dashboard.PromptTemplates module with per-locale prompt templates for 7 languages (English, Ukrainian, Spanish, German, Polish, French, Portuguese)
	Quick Translate Event — New llm_quick_translate LiveView event handler for executing prompt-based translation actions

Changed
	Renamed "LLM Translate" button to "GPT" for brevity
	Updated LangChain dependency from ~> 0.5.0 to ~> 0.6.0

[0.6.0] - 2026-02-11
Added
	Dashboard Tab Navigation — Page-level tabs separating Translation Stats, New Extracted, and New Translated views for a streamlined workflow
	Extract & Merge from Dashboard — Run mix gettext.extract --merge --no-fuzzy directly from the dashboard UI; automatically switches to the New Extracted tab to show newly discovered strings
	Batch Translate All Pending — Translate every pending entry in a single click with real-time progress bar tracking; uses sequential processing to respect LLM API rate limits
	New Translated Review Tab — After batch translation, a dedicated tab appears showing all translations from the current session grouped by language and domain, allowing review, editing, and approval before saving
	LLM Provider Override — Session-scoped form to switch AI adapter (OpenAI, Anthropic, Ollama, Google AI), model, API key, and endpoint URL without modifying config files
	Extractor Module — New GettextTranslator.Util.Extractor for dev/prod-aware extraction (System.cmd in dev, Expo-based merge in releases)

Changed
	Dashboard UI restructured from flat view to tab-based navigation
	Improved session-based config passing between init and mount for reliable path resolution across LiveDashboard page loads
	Updated README with full dashboard workflow documentation and screenshots

Fixed
	Fixed gettext_path being nil on page reload by passing config through the LiveDashboard session instead of relying solely on ETS/persistent_term

[0.5.0] - 2025-11-11
Breaking Changes
LangChain Upgrade: 0.3.3 → 0.4.0
This release upgrades the LangChain dependency from 0.3.3 to 0.4.0, which introduces breaking changes in how LLM responses are handled.
What Changed
	Message Content Structure: LangChain 0.4.0 returns message content as a list of ContentPart structs instead of plain strings	Before: %Message{content: "text response"}
	After: %Message{content: [%ContentPart{type: :text, content: "text response"}]}
	The library now automatically converts this using ContentPart.parts_to_string/1



Model Support Changes
LangChain 0.4.0 officially supports only the following LLM providers:
	✅ OpenAI ChatGPT - Fully supported
	✅ Anthropic Claude - Fully supported
	✅ Google Gemini - Fully supported
	✅ Google Vertex AI - Fully supported
	❌ Other models - May not work with LangChain 0.4.0

Important: If you're using ChatOllamaAI or other unsupported models, they may not function correctly with this version. We recommend:
	Testing your specific model after upgrading
	Using one of the officially supported providers
	Implementing a custom adapter if needed
	Staying on version 0.4.5 if you require unsupported models

Migration Notes
If you're upgrading from 0.4.5 to 0.5.0:
	No configuration changes required - Your existing configuration will continue to work
	Test your LLM provider - Verify translations work with your chosen provider
	Check the updated README - New examples added for Anthropic Claude, Google Gemini, and custom endpoints

Added
	Support for Anthropic Claude via LangChain.ChatModels.ChatAnthropic
	Support for Google Gemini via LangChain.ChatModels.ChatGoogleAI
	Comprehensive documentation for custom remote LLM endpoints
	Examples of sync and streaming response formats for custom endpoints

Changed
	Updated LangChain dependency from 0.3.3 to ~> 0.4.0
	Modified message content handling to support new ContentPart structure
	Updated README with additional provider examples and custom endpoint configuration

Technical Details
The translate/2 function in GettextTranslator.Processor.LLM now:
	Pattern matches on {:ok, %{last_message: %Message{content: content}}}
	Converts ContentPart list to string using ContentPart.parts_to_string/1
	Maintains backward compatibility with existing configurations

[0.4.5] - 2025-09-03
	Fixed bug regarding  nil values in the message strings that the Expo.PO.Composer can't handle.

[0.4.4] - 2025-06-25
	Fixed bug with plural translations #14

[0.4.3] - 2025-06-25
	Fixed bug regarding a new creation of changelog entries when making PRs to gitlab.

[0.4.2] - 2025-05-08
	Fixed difference in changelog structure when making PR and saving locally to files.

[0.4.1] - 2025-05-08
	Fixed bugs.

[0.4.0] - 2025-05-08
[Breaking chanegs]
	Reworked changelog integration to use a simple 1:1 mapping between translations and changelog entries. Previous changelog will be overwritten, therefore new changelog entries will be created with a different structure.
	Fixed bugs, refactored code.
	Added visibility which changes are done in current session and will be commited or saved to files.

[0.3.0] - 2025-05-04
	Git integration for committing changes as PRs.
	Support Gitlab and Github (not fully tested).

[0.2.3] - 2025-05-01
	Fixes for release environments

[0.2.2] - 2025-05-01
	Update regex pattern in extract_language_code/1 to correctly match LC_MESSAGES folder structure
	Extract common path patterns to module attributes to reduce repetition
	Add private app_path/2 helper to standardize path generation
	Ensure consistent path handling across all helper functions

[0.2.1] - 2025-05-01
Fixed
	Fixed path resolution in release environments by using Application.app_dir
	Added application parameter to properly resolve paths in releases
	Fixed Ukrainian pluralization by adding support for required third plural form
	Modified TranslationStore to correctly save and load translations in releases
	Added ETS-based configuration for LiveDashboard integration
	Improved PathHelper to handle both development and production environments

Added
	New helpers for proper path resolution in both dev and release environments
	ETS-based configuration state management between LiveView mounts
	Support for additional plural forms required by specific languages

[0.2.0] - 2025-03-08
Added
	Phoenix LiveDashboard integration for monitoring and managing translations
	In-memory translation store using ETS tables
	Web UI for viewing, editing, and approving translations
	Filtering and pagination in dashboard
	Improved documentation with dashboard setup guide

Fixed
	LLM integration for gettext files.

[0.1.0] - 2025-02-23
Added
	Initial release of GettextTranslator.
	Multi-provider support for AI translation.
	CLI integration for translating Gettext files.
	Basic documentation and configuration examples.



  

    Contributing to GettextTranslator

Thank you for considering contributing to Gettext Translator! We welcome improvements, bug reports, and feature suggestions from the community.
How to Contribute
Reporting Bugs
	Please use the Issues section to report any bugs.
	Include detailed information such as steps to reproduce, expected vs. actual behavior, and screenshots if applicable.

Suggesting Enhancements
	Use the Issues section to propose new features or improvements.
	Discuss your ideas with the community to gather feedback before implementation.

Pull Request Process
	Fork the repository.
	Create a new branch with a descriptive name for your changes.
	Implement your changes and ensure that you add tests if applicable.
	Run the test suite to confirm all tests pass.
	Submit a pull request to the main branch with a clear description of your changes.

Code of Conduct
By contributing, you agree to abide by our Code of Conduct. Please review it before making any contributions.
Questions?
If you have any questions or need further assistance, please feel free to open an issue or join the discussion on GitHub Discussions.
Happy coding!


  

    Contributors

We appreciate all contributions to GettextTranslator! This file recognizes the people who have helped make this project better.
Core Maintainers
	Max Panov - Creator and primary maintainer

Contributors
Version 0.5.0 - LangChain 0.4.0 Upgrade
	Mario Uher (@ream88) - Contributed to the LangChain 0.4.0 migration, including:	Code review and architectural improvements
	Helper function implementation suggestions



How to Contribute
See CONTRIBUTING.md for guidelines on how to contribute to this project.
Recognition
All contributors are recognized in our commit history and release notes. Thank you for your support!


  

    Custom LLM Endpoint Guide

This guide explains how to integrate custom LLM endpoints with GettextTranslator using LangChain 0.4.0.
Table of Contents
	Overview
	Supported Models
	Response Format Requirements	Synchronous Response
	Streaming Response
	Error Response


	Custom Adapter Implementation
	Configuration
	Testing
	Common Issues
	Examples

Overview
GettextTranslator uses LangChain to communicate with LLM providers. As of version 0.5.0, the library uses LangChain 0.4.0, which introduced breaking changes in how messages are structured.
Key Change in LangChain 0.4.0:
	Message content is now a list of ContentPart structs instead of plain strings
	All custom endpoints must return responses in this format

Supported Models
LangChain 0.4.0 officially supports:
	Provider	Module	Status
	OpenAI	LangChain.ChatModels.ChatOpenAI	✅ Fully Supported
	Anthropic	LangChain.ChatModels.ChatAnthropic	✅ Fully Supported
	Google Gemini	LangChain.ChatModels.ChatGoogleAI	✅ Fully Supported
	Google Vertex AI	LangChain.ChatModels.ChatVertexAI	✅ Fully Supported
	Ollama	LangChain.ChatModels.ChatOllamaAI	⚠️ May not work
	Others	Custom implementation	⚠️ Requires custom adapter

Important: If you're using Ollama or other unsupported models, they may not function correctly with LangChain 0.4.0. Consider:
	Using GettextTranslator 0.4.5 (with LangChain 0.3.3)
	Switching to a supported provider
	Implementing a custom adapter (see below)

Response Format Requirements
Synchronous (Non-Streaming) Response
Your LLM endpoint must return a tuple {:ok, updated_chain} where the chain contains the response message.
Required Structure:
{:ok, %LangChain.Chains.LLMChain{
  last_message: %LangChain.Message{
    role: :assistant,
    content: [
      %LangChain.Message.ContentPart{
        type: :text,
        content: "Translated text here"
      }
    ],
    status: :complete,
    index: 0
  },
  messages: [
    # All messages in the conversation
  ]
}}
Critical Requirements:
	Content as List: content MUST be a list of ContentPart structs
# ✅ CORRECT
content: [%ContentPart{type: :text, content: "text"}]

# ❌ WRONG
content: "text"

	ContentPart Structure: Each part must have type and content
%LangChain.Message.ContentPart{
  type: :text,        # Required: :text, :image, :tool_call, etc.
  content: "string"   # Required: the actual content
}

	Message Fields:
	role: Must be :assistant for LLM responses
	status: Should be :complete when done
	content: List of ContentPart structs (never a string)



Streaming Response
For streaming responses, emit deltas via callbacks.
Delta Structure:
# Each delta emitted
%LangChain.MessageDelta{
  role: :assistant,
  content: [
    %LangChain.Message.ContentPart{
      type: :text,
      content: "Partial text chunk"
    }
  ],
  status: :incomplete  # or :complete for the final delta
}
Streaming Requirements:
	The on_llm_new_delta callback receives a list of deltas:
def handle_delta(deltas) when is_list(deltas) do
  # Process list of MessageDelta structs
end

	Merge deltas using LLMChain.merge_deltas/2:
updated_chain = LLMChain.merge_deltas(current_chain, deltas)

	Access merged content via MessageDelta.merged_content:
text = updated_chain.delta.merged_content

	Final delta must have status: :complete


Error Response
On error, return a three-element tuple:
{:error, updated_chain, reason}
Components:
	updated_chain: The chain state at the time of error (can be nil)
	reason: Error description (string, atom, or structured error)

Example:
{:error, chain, "API rate limit exceeded"}
GettextTranslator handles errors gracefully:
	Logs the error with context
	Returns an empty translation {:ok, ""}
	Allows the translation process to continue

Custom Adapter Implementation
Minimal Adapter Example
defmodule MyApp.CustomLLMAdapter do
  @moduledoc """
  Custom LLM adapter for GettextTranslator using LangChain 0.4.0.
  """

  use LangChain.ChatModels.ChatModel

  alias LangChain.Message
  alias LangChain.Message.ContentPart

  defstruct [
    :model,
    :temperature,
    :endpoint,
    :api_key
  ]

  @type t :: %__MODULE__{
    model: String.t(),
    temperature: float(),
    endpoint: String.t(),
    api_key: String.t()
  }

  @doc """
  Creates a new instance of the custom LLM adapter.

  ## Examples

      iex> MyApp.CustomLLMAdapter.new!(%{
      ...>   model: "custom-model-v1",
      ...>   temperature: 0.0,
      ...>   endpoint: "https://api.example.com/v1/chat",
      ...>   api_key: "sk-..."
      ...> })
  """
  @impl true
  def new(attrs \\ %{}) do
    %__MODULE__{
      model: attrs[:model] || "default-model",
      temperature: attrs[:temperature] || 0.7,
      endpoint: attrs[:endpoint] || "https://api.example.com/v1/chat",
      api_key: attrs[:api_key]
    }
    |> validate()
  end

  @impl true
  def new!(attrs \\ %{}) do
    case new(attrs) do
      {:ok, adapter} -> adapter
      {:error, reason} -> raise ArgumentError, reason
    end
  end

  defp validate(adapter) do
    cond do
      is_nil(adapter.api_key) ->
        {:error, "API key is required"}

      is_nil(adapter.endpoint) ->
        {:error, "Endpoint URL is required"}

      true ->
        {:ok, adapter}
    end
  end

  @doc """
  Sends messages to the LLM and returns the response.

  This is the main function called by LangChain to get completions.
  """
  @impl true
  def call(adapter, messages, _functions \\ []) do
    # Build the request payload
    payload = build_payload(adapter, messages)

    # Make the API request
    case make_api_request(adapter, payload) do
      {:ok, response_text} ->
        # Convert to LangChain 0.4.0 format
        message = %Message{
          role: :assistant,
          content: [
            %ContentPart{
              type: :text,
              content: response_text
            }
          ],
          status: :complete
        }

        {:ok, message}

      {:error, reason} ->
        {:error, nil, reason}
    end
  end

  defp build_payload(adapter, messages) do
    %{
      model: adapter.model,
      temperature: adapter.temperature,
      messages: Enum.map(messages, &message_to_api_format/1)
    }
  end

  defp message_to_api_format(%Message{role: role, content: content}) do
    %{
      role: to_string(role),
      content: ContentPart.parts_to_string(content)
    }
  end

  defp make_api_request(adapter, payload) do
    headers = [
      {"Authorization", "Bearer #{adapter.api_key}"},
      {"Content-Type", "application/json"}
    ]

    body = Jason.encode!(payload)

    case HTTPoison.post(adapter.endpoint, body, headers) do
      {:ok, %{status_code: 200, body: response_body}} ->
        case Jason.decode(response_body) do
          {:ok, %{"choices" => [%{"message" => %{"content" => content}} | _]}} ->
            {:ok, content}

          {:error, _} = error ->
            error
        end

      {:ok, %{status_code: status_code, body: body}} ->
        {:error, "API returned status #{status_code}: #{body}"}

      {:error, %HTTPoison.Error{reason: reason}} ->
        {:error, "HTTP request failed: #{inspect(reason)}"}
    end
  end
end
Streaming Adapter Example
defmodule MyApp.StreamingLLMAdapter do
  use LangChain.ChatModels.ChatModel

  alias LangChain.Message
  alias LangChain.Message.ContentPart
  alias LangChain.MessageDelta
  alias LangChain.Chains.LLMChain

  # ... struct and new/new! implementations ...

  @impl true
  def call(adapter, messages, _functions \\ []) do
    # For streaming, we need to handle Server-Sent Events (SSE)
    payload = build_payload(adapter, messages, stream: true)

    # Initialize the delta accumulator
    delta_acc = %MessageDelta{
      role: :assistant,
      content: [],
      status: :incomplete
    }

    case stream_api_request(adapter, payload, delta_acc) do
      {:ok, final_delta} ->
        # Convert final delta to message
        message = MessageDelta.to_message(final_delta)
        {:ok, message}

      {:error, reason} ->
        {:error, nil, reason}
    end
  end

  defp stream_api_request(adapter, payload, delta_acc) do
    headers = [
      {"Authorization", "Bearer #{adapter.api_key}"},
      {"Content-Type", "application/json"},
      {"Accept", "text/event-stream"}
    ]

    body = Jason.encode!(payload)

    # Use streaming HTTP client
    case HTTPoison.post(adapter.endpoint, body, headers, stream_to: self(), async: :once) do
      {:ok, %HTTPoison.AsyncResponse{id: ref}} ->
        receive_stream(ref, delta_acc)

      {:error, reason} ->
        {:error, reason}
    end
  end

  defp receive_stream(ref, delta_acc) do
    receive do
      %HTTPoison.AsyncChunk{id: ^ref, chunk: chunk} ->
        # Parse SSE chunk
        case parse_sse_chunk(chunk) do
          {:ok, content_chunk} ->
            # Create a delta for this chunk
            new_delta = %MessageDelta{
              role: :assistant,
              content: [%ContentPart{type: :text, content: content_chunk}],
              status: :incomplete
            }

            # Merge with accumulator
            updated_acc = merge_message_deltas(delta_acc, new_delta)

            # Request next chunk
            HTTPoison.stream_next(%HTTPoison.AsyncResponse{id: ref})
            receive_stream(ref, updated_acc)

          {:done} ->
            # Stream complete
            {:ok, %{delta_acc | status: :complete}}

          {:error, reason} ->
            {:error, reason}
        end

      %HTTPoison.AsyncEnd{id: ^ref} ->
        {:ok, %{delta_acc | status: :complete}}

      %HTTPoison.Error{id: ^ref, reason: reason} ->
        {:error, reason}
    after
      30_000 ->
        {:error, "Stream timeout"}
    end
  end

  defp parse_sse_chunk(chunk) do
    # Parse Server-Sent Events format
    # Example: "data: {\"choices\":[{\"delta\":{\"content\":\"text\"}}]}\n\n"
    case String.trim(chunk) do
      "data: [DONE]" ->
        {:done}

      "data: " <> json_data ->
        case Jason.decode(json_data) do
          {:ok, %{"choices" => [%{"delta" => %{"content" => content}} | _]}} ->
            {:ok, content}

          _ ->
            {:ok, ""}
        end

      _ ->
        {:ok, ""}
    end
  end

  defp merge_message_deltas(acc, new_delta) do
    # Merge content lists
    merged_content = acc.content ++ new_delta.content
    %{acc | content: merged_content}
  end
end
Configuration
Basic Configuration
# config/config.exs
config :gettext_translator, GettextTranslator,
  endpoint: MyApp.CustomLLMAdapter,
  endpoint_model: "custom-model-v1",
  endpoint_temperature: 0,
  endpoint_config: %{
    "api_key" => System.get_env("CUSTOM_LLM_API_KEY"),
    "endpoint" => "https://api.example.com/v1/chat"
  },
  persona: "You are a professional translator. Translate accurately while preserving meaning and length.",
  style: "Casual, using simple language",
  ignored_languages: ["en"]
Runtime Configuration
The endpoint_config map is dynamically applied at runtime. GettextTranslator converts config keys to LangChain application environment variables:
# This config map:
endpoint_config: %{
  "api_key" => "sk-...",
  "custom_setting" => "value"
}

# Becomes:
Application.put_env(:langchain, :api_key, "sk-...")
Application.put_env(:langchain, :custom_setting, "value")
This allows you to configure any LangChain-compatible adapter without code changes.
Environment-Specific Configuration
# config/dev.exs
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOllamaAI,
  endpoint_model: "llama3.2:latest",
  endpoint_temperature: 0,
  endpoint_config: %{},  # Local Ollama, no config needed
  persona: "You are a professional translator.",
  style: "Casual",
  ignored_languages: ["en"]

# config/prod.exs
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOpenAI,
  endpoint_model: "gpt-4",
  endpoint_temperature: 0,
  endpoint_config: %{
    "openai_key" => System.get_env("OPENAI_API_KEY")
  },
  persona: "You are a professional translator.",
  style: "Casual",
  ignored_languages: ["en"]
Testing Your Custom Endpoint
1. Unit Test Your Adapter
# test/my_app/custom_llm_adapter_test.exs
defmodule MyApp.CustomLLMAdapterTest do
  use ExUnit.Case

  alias MyApp.CustomLLMAdapter
  alias LangChain.Message
  alias LangChain.Message.ContentPart

  test "new/1 creates adapter with valid config" do
    {:ok, adapter} = CustomLLMAdapter.new(%{
      model: "test-model",
      api_key: "test-key",
      endpoint: "https://test.com"
    })

    assert adapter.model == "test-model"
    assert adapter.api_key == "test-key"
  end

  test "new/1 validates required fields" do
    assert {:error, _} = CustomLLMAdapter.new(%{model: "test"})
  end

  test "call/2 returns properly formatted message" do
    adapter = CustomLLMAdapter.new!(%{
      model: "test-model",
      api_key: "test-key",
      endpoint: "https://test.com"
    })

    messages = [
      Message.new_user!("Translate 'hello' to Spanish")
    ]

    # Mock the API response
    # ... your mocking logic ...

    assert {:ok, response} = CustomLLMAdapter.call(adapter, messages)
    assert %Message{} = response
    assert response.role == :assistant
    assert is_list(response.content)
    assert [%ContentPart{type: :text, content: text}] = response.content
    assert is_binary(text)
  end
end
2. Integration Test with GettextTranslator
# test/integration/translation_test.exs
defmodule GettextTranslatorIntegrationTest do
  use ExUnit.Case

  test "translates with custom adapter" do
    provider = %{
      ignored_languages: ["en"],
      persona: "Professional translator",
      style: "Casual",
      endpoint: %{
        config: %{
          "api_key" => "test-key"
        },
        adapter: MyApp.CustomLLMAdapter,
        model: "test-model",
        temperature: 0
      }
    }

    opts = %{
      language_code: "es",
      message: "Hello, world!"
    }

    assert {:ok, translation} = GettextTranslator.Processor.LLM.translate(provider, opts)
    assert is_binary(translation)
    assert translation != ""
  end
end
3. Manual Testing
# Run translation with your custom adapter
mix gettext_translator.run

# Check logs for errors
tail -f log/dev.log | grep -i "error\|translat"

4. Verify Response Format
Add logging to verify your adapter returns the correct format:
def call(adapter, messages, _functions) do
  case make_api_request(adapter, messages) do
    {:ok, response_text} ->
      message = %Message{
        role: :assistant,
        content: [%ContentPart{type: :text, content: response_text}],
        status: :complete
      }

      # Debug logging
      require Logger
      Logger.debug("Adapter response: #{inspect(message)}")

      {:ok, message}

    {:error, reason} ->
      Logger.error("Adapter error: #{inspect(reason)}")
      {:error, nil, reason}
  end
end
Common Issues
Issue 1: "content is not a list"
Error:
** (FunctionClauseError) no function clause matching in ContentPart.parts_to_string/1
Cause: Your adapter is returning content as a string instead of a list of ContentPart structs.
Solution:
# ❌ WRONG
content: "translated text"

# ✅ CORRECT
content: [%ContentPart{type: :text, content: "translated text"}]
Issue 2: "undefined function ContentPart.new/1"
Error:
** (UndefinedFunctionError) function LangChain.Message.ContentPart.new/1 is undefined
Cause: Trying to use ContentPart.new/1 which doesn't exist.
Solution: Use struct syntax instead:
# ❌ WRONG
ContentPart.new(%{type: :text, content: "text"})

# ✅ CORRECT
%ContentPart{type: :text, content: "text"}
Issue 3: "pattern match failed on {:ok, result}"
Error:
** (MatchError) no match of right hand side value: {:ok, %Message{...}}
Cause: GettextTranslator expects {:ok, %{last_message: %Message{}}} but your adapter returns {:ok, %Message{}}.
Solution: Make sure your LLMChain implementation wraps the message properly:
# Your adapter's call/2 should return:
{:ok, %Message{...}}

# LLMChain will wrap it as:
{:ok, %LLMChain{last_message: %Message{...}}}
Issue 4: Empty translations returned
Symptoms: Translations complete but return empty strings.
Possible Causes:
	API errors being silently caught
	Response parsing errors
	Content extraction failing

Debug Steps:
# Add detailed logging in your adapter
def call(adapter, messages, _functions) do
  Logger.debug("Sending messages: #{inspect(messages)}")

  case make_api_request(adapter, payload) do
    {:ok, response_text} ->
      Logger.debug("Received response: #{inspect(response_text)}")
      # ... rest of code

    {:error, reason} ->
      Logger.error("API error: #{inspect(reason)}")
      {:error, nil, reason}
  end
end
Issue 5: Streaming not working
Symptoms: Streaming responses timeout or fail.
Checklist:
	[ ] Endpoint supports Server-Sent Events (SSE)
	[ ] Accept: text/event-stream header is set
	[ ] SSE parsing handles data: prefix correctly
	[ ] Stream timeout is sufficient (30+ seconds)
	[ ] Deltas are properly merged
	[ ] Final delta has status: :complete

Examples
Example 1: OpenAI-Compatible Endpoint
Many providers offer OpenAI-compatible APIs. You can use them with the built-in adapter:
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOpenAI,
  endpoint_model: "your-model-name",
  endpoint_temperature: 0,
  endpoint_config: %{
    "openai_key" => System.get_env("API_KEY"),
    "openai_endpoint" => "https://your-provider.com/v1/chat/completions"
  },
  persona: "Professional translator",
  style: "Casual",
  ignored_languages: ["en"]
Example 2: Azure OpenAI
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOpenAI,
  endpoint_model: "gpt-4",
  endpoint_temperature: 0,
  endpoint_config: %{
    "openai_key" => System.get_env("AZURE_OPENAI_KEY"),
    "openai_endpoint" => "https://your-resource.openai.azure.com/openai/deployments/your-deployment/chat/completions?api-version=2023-05-15"
  },
  persona: "Professional translator",
  style: "Casual",
  ignored_languages: ["en"]
Example 3: Local LLM with Ollama
# Note: Ollama support may be limited in LangChain 0.4.0
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOllamaAI,
  endpoint_model: "llama3.2:latest",
  endpoint_temperature: 0,
  endpoint_config: %{
    # Empty if using default local endpoint
  },
  persona: "Professional translator",
  style: "Casual",
  ignored_languages: ["en"]
Example 4: Multiple Providers (Environment-Based)
# config/config.exs
config :gettext_translator, GettextTranslator,
  endpoint: System.get_env("LLM_PROVIDER", "ollama") |> provider_module(),
  endpoint_model: System.get_env("LLM_MODEL", "llama3.2:latest"),
  endpoint_temperature: 0,
  endpoint_config: provider_config(),
  persona: "Professional translator",
  style: "Casual",
  ignored_languages: ["en"]

defp provider_module("openai"), do: LangChain.ChatModels.ChatOpenAI
defp provider_module("anthropic"), do: LangChain.ChatModels.ChatAnthropic
defp provider_module("gemini"), do: LangChain.ChatModels.ChatGoogleAI
defp provider_module("ollama"), do: LangChain.ChatModels.ChatOllamaAI
defp provider_module(_), do: LangChain.ChatModels.ChatOpenAI

defp provider_config do
  case System.get_env("LLM_PROVIDER", "ollama") do
    "openai" ->
      %{"openai_key" => System.get_env("OPENAI_API_KEY")}

    "anthropic" ->
      %{"anthropic_key" => System.get_env("ANTHROPIC_API_KEY")}

    "gemini" ->
      %{"google_ai_key" => System.get_env("GOOGLE_AI_KEY")}

    _ ->
      %{}
  end
end
Building Your Own LLM Gateway
If you're running LLMs locally (e.g., in Docker) and want to provide an HTTP API that works with LangChain:
📘 See LLM_GATEWAY_EXAMPLE.md for a complete, production-ready Elixir implementation that includes:
	OpenAI-compatible HTTP API endpoint
	Queue system with GenStage for backpressure control
	Support for multiple LLM backends (Ollama, vLLM, TGI)
	API key authentication and rate limiting
	Both streaming (SSE) and synchronous responses
	Complete Docker deployment setup

This gateway sits between LangChain clients and your local LLM, handling queuing, authentication, and protocol translation.
Additional Resources
	LangChain Elixir Documentation
	LangChain 0.4.0 Changelog
	GettextTranslator Repository
	OpenAI API Documentation
	Anthropic API Documentation
	Ollama API Documentation
	vLLM Documentation
	Text Generation Inference

Support
If you encounter issues with custom endpoints:
	Check this guide for common issues
	Enable debug logging in your adapter
	Verify response format matches LangChain 0.4.0 requirements
	Open an issue on GitHub with:	Your adapter code (sanitized)
	Error messages and stack traces
	LangChain version
	Example request/response payloads





  

    LLM Gateway API - Elixir HTTP Wrapper for Local LLM Models

This guide shows how to build a production-ready HTTP API gateway that wraps your local LLM (running in Docker) and provides an OpenAI-compatible endpoint that works with LangChain.
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Architecture Overview
┌─────────────┐      HTTP/JSON      ┌──────────────────┐
│  LangChain  │ ─────────────────> │  Elixir Gateway  │
│   Client    │ <───────────────── │   (Phoenix API)  │
└─────────────┘   OpenAI-compatible └──────────────────┘
                                            │
                                    ┌───────┴────────┐
                                    │  Queue System  │
                                    │  (GenStage/    │
                                    │   Broadway)    │
                                    └───────┬────────┘
                                            │
                                     HTTP/gRPC/TCP
                                            │
                                    ┌───────▼────────┐
                                    │  Docker LLM    │
                                    │  (Ollama/vLLM/ │
                                    │   TGI/etc)     │
                                    └────────────────┘
Key Components:
	Phoenix API Server - HTTP endpoint handling, auth, validation
	Queue System - Request queuing, rate limiting, load balancing
	LLM Client - Communicates with your Docker container
	Response Streamer - SSE (Server-Sent Events) for streaming responses

Why Elixir for LLM Gateway
✅ Concurrency - Handle thousands of simultaneous connections with lightweight processes
✅ Queue Mechanics - Built-in GenStage/Broadway for backpressure and rate limiting
✅ Fault Tolerance - Supervisor trees for automatic recovery
✅ Hot Code Swapping - Update without downtime
✅ Low Latency - Ideal for real-time streaming responses
✅ OTP Platform - Battle-tested distributed systems framework
Complete Gateway Implementation
Project Setup
mix phx.new llm_gateway --no-ecto --no-html --no-assets
cd llm_gateway

Add dependencies to mix.exs:
defp deps do
  [
    {:phoenix, "~> 1.7.0"},
    {:plug_cowboy, "~> 2.5"},
    {:jason, "~> 1.4"},
    {:finch, "~> 0.16"},
    {:gen_stage, "~> 1.2"},
    {:broadway, "~> 1.0"},
    {:corsica, "~> 2.0"},
    {:joken, "~> 2.6"},  # For JWT auth
    {:telemetry, "~> 1.2"},
    {:telemetry_metrics, "~> 1.0"}
  ]
end
1. API Router
# lib/llm_gateway_web/router.ex
defmodule LLMGatewayWeb.Router do
  use Phoenix.Router

  import Plug.Conn

  pipeline :api do
    plug :accepts, ["json"]
    plug LLMGatewayWeb.Plugs.APIAuth
    plug LLMGatewayWeb.Plugs.RateLimit
    plug Corsica, origins: "*", allow_headers: ["authorization", "content-type"]
  end

  scope "/v1", LLMGatewayWeb do
    pipe_through :api

    # OpenAI-compatible endpoints
    post "/chat/completions", ChatController, :create
    get "/models", ModelsController, :index
    get "/models/:model_id", ModelsController, :show

    # Health check
    get "/health", HealthController, :check
  end
end
2. Authentication Plug
# lib/llm_gateway_web/plugs/api_auth.ex
defmodule LLMGatewayWeb.Plugs.APIAuth do
  import Plug.Conn
  require Logger

  def init(opts), do: opts

  def call(conn, _opts) do
    # Skip auth for health check
    if conn.request_path == "/v1/health" do
      conn
    else
      verify_api_key(conn)
    end
  end

  defp verify_api_key(conn) do
    case get_req_header(conn, "authorization") do
      ["Bearer " <> api_key] ->
        if valid_api_key?(api_key) do
          assign(conn, :api_key, api_key)
        else
          unauthorized(conn)
        end

      _ ->
        unauthorized(conn)
    end
  end

  defp valid_api_key?(api_key) do
    # Check against your API key store (ETS, Redis, Database)
    api_keys = Application.get_env(:llm_gateway, :api_keys, [])

    Enum.any?(api_keys, fn {key, _metadata} ->
      Plug.Crypto.secure_compare(key, api_key)
    end)
  end

  defp unauthorized(conn) do
    conn
    |> put_status(401)
    |> Phoenix.Controller.json(%{
      error: %{
        message: "Invalid API key",
        type: "invalid_request_error",
        code: "invalid_api_key"
      }
    })
    |> halt()
  end
end
3. Rate Limiting Plug
# lib/llm_gateway_web/plugs/rate_limit.ex
defmodule LLMGatewayWeb.Plugs.RateLimit do
  import Plug.Conn

  @ets_table :rate_limits

  def init(opts), do: opts

  def call(conn, _opts) do
    api_key = conn.assigns[:api_key]

    if api_key && rate_limited?(api_key) do
      conn
      |> put_status(429)
      |> Phoenix.Controller.json(%{
        error: %{
          message: "Rate limit exceeded",
          type: "rate_limit_error"
        }
      })
      |> halt()
    else
      conn
    end
  end

  defp rate_limited?(api_key) do
    now = System.system_time(:second)
    window = 60  # 1 minute window
    limit = 60   # 60 requests per minute

    key = {api_key, div(now, window)}

    case :ets.update_counter(@ets_table, key, {2, 1}, {key, 0}) do
      count when count > limit -> true
      _count -> false
    end
  end
end
4. Chat Controller (OpenAI-Compatible)
# lib/llm_gateway_web/controllers/chat_controller.ex
defmodule LLMGatewayWeb.ChatController do
  use Phoenix.Controller
  require Logger

  alias LLMGateway.LLMQueue
  alias LLMGateway.LLMClient

  @doc """
  POST /v1/chat/completions

  OpenAI-compatible chat completions endpoint.
  Supports both streaming and non-streaming requests.
  """
  def create(conn, params) do
    with {:ok, validated} <- validate_params(params),
         {:ok, request_id} <- generate_request_id() do

      if validated.stream do
        stream_response(conn, validated, request_id)
      else
        sync_response(conn, validated, request_id)
      end
    else
      {:error, reason} ->
        conn
        |> put_status(400)
        |> json(%{
          error: %{
            message: reason,
            type: "invalid_request_error"
          }
        })
    end
  end

  defp validate_params(params) do
    required = ["model", "messages"]

    if Enum.all?(required, &Map.has_key?(params, &1)) do
      {:ok, %{
        model: params["model"],
        messages: params["messages"],
        temperature: params["temperature"] || 0.7,
        max_tokens: params["max_tokens"] || 2048,
        stream: params["stream"] || false,
        stop: params["stop"],
        top_p: params["top_p"] || 1.0
      }}
    else
      {:error, "Missing required parameters: #{Enum.join(required, ", ")}"}
    end
  end

  defp generate_request_id do
    {:ok, "chatcmpl-" <> Base.encode16(:crypto.strong_rand_bytes(16), case: :lower)}
  end

  # Non-streaming response
  defp sync_response(conn, params, request_id) do
    Logger.info("Sync request #{request_id} for model #{params.model}")

    # Enqueue request and wait for response
    case LLMQueue.enqueue_and_wait(params, timeout: 120_000) do
      {:ok, response_text, usage} ->
        conn
        |> put_status(200)
        |> json(%{
          id: request_id,
          object: "chat.completion",
          created: System.system_time(:second),
          model: params.model,
          choices: [
            %{
              index: 0,
              message: %{
                role: "assistant",
                content: response_text
              },
              finish_reason: "stop"
            }
          ],
          usage: usage
        })

      {:error, :timeout} ->
        conn
        |> put_status(504)
        |> json(%{error: %{message: "Request timeout", type: "timeout_error"}})

      {:error, reason} ->
        Logger.error("LLM error: #{inspect(reason)}")
        conn
        |> put_status(500)
        |> json(%{error: %{message: "Internal server error", type: "server_error"}})
    end
  end

  # Streaming response (SSE)
  defp stream_response(conn, params, request_id) do
    Logger.info("Stream request #{request_id} for model #{params.model}")

    conn
    |> put_resp_content_type("text/event-stream")
    |> put_resp_header("cache-control", "no-cache")
    |> put_resp_header("connection", "keep-alive")
    |> send_chunked(200)
    |> stream_chunks(params, request_id)
  end

  defp stream_chunks(conn, params, request_id) do
    # Enqueue streaming request
    {:ok, stream} = LLMQueue.enqueue_stream(params)

    try do
      Enum.reduce_while(stream, conn, fn chunk, conn ->
        case chunk do
          {:data, content} ->
            data = %{
              id: request_id,
              object: "chat.completion.chunk",
              created: System.system_time(:second),
              model: params.model,
              choices: [
                %{
                  index: 0,
                  delta: %{content: content},
                  finish_reason: nil
                }
              ]
            }

            case send_sse_chunk(conn, data) do
              {:ok, conn} -> {:cont, conn}
              {:error, _} -> {:halt, conn}
            end

          {:done, usage} ->
            # Send final chunk
            final = %{
              id: request_id,
              object: "chat.completion.chunk",
              created: System.system_time(:second),
              model: params.model,
              choices: [
                %{
                  index: 0,
                  delta: %{},
                  finish_reason: "stop"
                }
              ],
              usage: usage
            }

            send_sse_chunk(conn, final)
            send_sse_done(conn)
            {:halt, conn}

          {:error, reason} ->
            Logger.error("Stream error: #{inspect(reason)}")
            {:halt, conn}
        end
      end)
    rescue
      e ->
        Logger.error("Stream exception: #{inspect(e)}")
        conn
    end
  end

  defp send_sse_chunk(conn, data) do
    json_data = Jason.encode!(data)
    chunk(conn, "data: #{json_data}\n\n")
  end

  defp send_sse_done(conn) do
    chunk(conn, "data: [DONE]\n\n")
  end
end
5. Queue System with GenStage
# lib/llm_gateway/llm_queue.ex
defmodule LLMGateway.LLMQueue do
  @moduledoc """
  Queue system for LLM requests with backpressure control.
  Uses GenStage to handle concurrent request processing.
  """

  use GenStage
  require Logger

  @max_concurrent_requests 4  # Adjust based on your GPU/model capacity

  def start_link(opts) do
    GenStage.start_link(__MODULE__, opts, name: __MODULE__)
  end

  @doc """
  Enqueue a request and wait for response (sync).
  """
  def enqueue_and_wait(params, opts \\ []) do
    timeout = Keyword.get(opts, :timeout, 120_000)

    task = Task.async(fn ->
      request_ref = make_ref()
      GenStage.call(__MODULE__, {:enqueue, params, self(), request_ref}, timeout)

      receive do
        {:response, ^request_ref, result} -> result
      after
        timeout -> {:error, :timeout}
      end
    end)

    Task.await(task, timeout)
  end

  @doc """
  Enqueue a streaming request.
  Returns a stream that emits chunks.
  """
  def enqueue_stream(params) do
    {:ok, pid} = LLMGateway.StreamProducer.start_link(params)
    {:ok, GenStage.stream([{pid, []}])}
  end

  ## GenStage Callbacks

  @impl true
  def init(_opts) do
    {:producer, {:queue.new(), 0}, dispatcher: GenStage.DemandDispatcher}
  end

  @impl true
  def handle_call({:enqueue, params, caller, ref}, _from, {queue, pending_demand}) do
    queue = :queue.in({params, caller, ref}, queue)
    {:reply, :ok, [], {queue, pending_demand}}
  end

  @impl true
  def handle_demand(incoming_demand, {queue, pending_demand}) do
    dispatch_events(queue, incoming_demand + pending_demand, [])
  end

  defp dispatch_events(queue, 0, events) do
    {:noreply, Enum.reverse(events), {queue, 0}}
  end

  defp dispatch_events(queue, demand, events) do
    case :queue.out(queue) do
      {{:value, item}, queue} ->
        dispatch_events(queue, demand - 1, [item | events])

      {:empty, queue} ->
        {:noreply, Enum.reverse(events), {queue, demand}}
    end
  end
end
6. Queue Consumer (Worker)
# lib/llm_gateway/llm_consumer.ex
defmodule LLMGateway.LLMConsumer do
  @moduledoc """
  Consumer that processes LLM requests from the queue.
  """

  use GenStage
  require Logger

  alias LLMGateway.LLMClient

  def start_link(opts) do
    GenStage.start_link(__MODULE__, opts)
  end

  @impl true
  def init(opts) do
    {:consumer, %{}, subscribe_to: [{LLMGateway.LLMQueue, []}]}
  end

  @impl true
  def handle_events(events, _from, state) do
    for {params, caller, ref} <- events do
      Task.start(fn ->
        result = process_request(params)
        send(caller, {:response, ref, result})
      end)
    end

    {:noreply, [], state}
  end

  defp process_request(params) do
    start_time = System.monotonic_time(:millisecond)

    result = LLMClient.generate(params)

    duration = System.monotonic_time(:millisecond) - start_time
    Logger.info("Request completed in #{duration}ms")

    result
  end
end
7. LLM Client (Connects to Docker Container)
# lib/llm_gateway/llm_client.ex
defmodule LLMGateway.LLMClient do
  @moduledoc """
  Client for communicating with LLM running in Docker.
  Supports multiple backend types: Ollama, vLLM, TGI, etc.
  """

  require Logger

  @doc """
  Generate completion from LLM.
  """
  def generate(params) do
    backend = Application.get_env(:llm_gateway, :llm_backend, :ollama)

    case backend do
      :ollama -> generate_ollama(params)
      :vllm -> generate_vllm(params)
      :tgi -> generate_tgi(params)
      :custom -> generate_custom(params)
    end
  end

  ## Ollama Backend

  defp generate_ollama(params) do
    url = get_backend_url() <> "/api/chat"

    payload = %{
      model: params.model,
      messages: params.messages,
      stream: false,
      options: %{
        temperature: params.temperature,
        num_predict: params.max_tokens,
        top_p: params.top_p,
        stop: params.stop
      }
    }

    headers = [{"Content-Type", "application/json"}]
    body = Jason.encode!(payload)

    case Finch.build(:post, url, headers, body)
         |> Finch.request(LLMGateway.Finch, receive_timeout: 120_000) do
      {:ok, %{status: 200, body: response_body}} ->
        case Jason.decode(response_body) do
          {:ok, %{"message" => %{"content" => content}}} ->
            usage = extract_usage_ollama(response_body)
            {:ok, content, usage}

          {:error, _} = error ->
            Logger.error("Failed to decode Ollama response: #{inspect(error)}")
            {:error, :decode_error}
        end

      {:ok, %{status: status, body: body}} ->
        Logger.error("Ollama returned #{status}: #{body}")
        {:error, {:http_error, status}}

      {:error, reason} ->
        Logger.error("Ollama request failed: #{inspect(reason)}")
        {:error, reason}
    end
  end

  ## vLLM Backend

  defp generate_vllm(params) do
    url = get_backend_url() <> "/v1/chat/completions"

    payload = %{
      model: params.model,
      messages: params.messages,
      temperature: params.temperature,
      max_tokens: params.max_tokens,
      top_p: params.top_p,
      stop: params.stop
    }

    headers = [{"Content-Type", "application/json"}]
    body = Jason.encode!(payload)

    case Finch.build(:post, url, headers, body)
         |> Finch.request(LLMGateway.Finch, receive_timeout: 120_000) do
      {:ok, %{status: 200, body: response_body}} ->
        case Jason.decode(response_body) do
          {:ok, %{"choices" => [%{"message" => %{"content" => content}} | _], "usage" => usage}} ->
            {:ok, content, format_usage(usage)}

          {:error, _} = error ->
            {:error, :decode_error}
        end

      {:ok, %{status: status}} ->
        {:error, {:http_error, status}}

      {:error, reason} ->
        {:error, reason}
    end
  end

  ## Text Generation Inference (TGI) Backend

  defp generate_tgi(params) do
    url = get_backend_url() <> "/generate"

    # Convert chat messages to prompt
    prompt = messages_to_prompt(params.messages)

    payload = %{
      inputs: prompt,
      parameters: %{
        temperature: params.temperature,
        max_new_tokens: params.max_tokens,
        top_p: params.top_p,
        stop: params.stop || []
      }
    }

    headers = [{"Content-Type", "application/json"}]
    body = Jason.encode!(payload)

    case Finch.build(:post, url, headers, body)
         |> Finch.request(LLMGateway.Finch, receive_timeout: 120_000) do
      {:ok, %{status: 200, body: response_body}} ->
        case Jason.decode(response_body) do
          {:ok, %{"generated_text" => content, "details" => details}} ->
            usage = extract_usage_tgi(details)
            {:ok, String.trim(content), usage}

          {:error, _} ->
            {:error, :decode_error}
        end

      {:ok, %{status: status}} ->
        {:error, {:http_error, status}}

      {:error, reason} ->
        {:error, reason}
    end
  end

  ## Custom Backend (Your implementation)

  defp generate_custom(params) do
    # Implement your custom protocol here
    # This could be gRPC, raw TCP, or any other protocol

    url = get_backend_url()
    # ... your custom implementation
  end

  ## Helpers

  defp get_backend_url do
    Application.get_env(:llm_gateway, :llm_backend_url, "http://localhost:11434")
  end

  defp messages_to_prompt(messages) do
    Enum.map_join(messages, "\n", fn msg ->
      role = String.capitalize(msg["role"])
      "#{role}: #{msg["content"]}"
    end)
  end

  defp extract_usage_ollama(_response) do
    # Ollama doesn't return usage in the same format
    # You may need to parse eval_count, prompt_eval_count from response
    %{
      prompt_tokens: 0,
      completion_tokens: 0,
      total_tokens: 0
    }
  end

  defp extract_usage_tgi(details) do
    %{
      prompt_tokens: details["prefill"] || 0,
      completion_tokens: details["generated_tokens"] || 0,
      total_tokens: (details["prefill"] || 0) + (details["generated_tokens"] || 0)
    }
  end

  defp format_usage(usage) do
    %{
      prompt_tokens: usage["prompt_tokens"] || 0,
      completion_tokens: usage["completion_tokens"] || 0,
      total_tokens: usage["total_tokens"] || 0
    }
  end
end
8. Stream Producer (for SSE)
# lib/llm_gateway/stream_producer.ex
defmodule LLMGateway.StreamProducer do
  use GenStage
  require Logger

  alias LLMGateway.LLMClient

  def start_link(params) do
    GenStage.start_link(__MODULE__, params)
  end

  @impl true
  def init(params) do
    {:producer, %{params: params, buffer: []}}
  end

  @impl true
  def handle_demand(demand, state) when demand > 0 do
    # Start streaming from LLM
    if state.buffer == [] do
      spawn_link(fn -> stream_from_llm(self(), state.params) end)
    end

    {:noreply, [], state}
  end

  @impl true
  def handle_info({:chunk, content}, state) do
    {:noreply, [{:data, content}], state}
  end

  def handle_info({:done, usage}, state) do
    {:noreply, [{:done, usage}], state}
  end

  def handle_info({:error, reason}, state) do
    {:noreply, [{:error, reason}], state}
  end

  defp stream_from_llm(producer_pid, params) do
    # Stream from LLM backend
    backend = Application.get_env(:llm_gateway, :llm_backend, :ollama)
    url = Application.get_env(:llm_gateway, :llm_backend_url, "http://localhost:11434")

    case backend do
      :ollama ->
        stream_ollama(producer_pid, url <> "/api/chat", params)

      :vllm ->
        stream_vllm(producer_pid, url <> "/v1/chat/completions", params)

      _ ->
        send(producer_pid, {:error, :streaming_not_supported})
    end
  end

  defp stream_ollama(producer_pid, url, params) do
    payload = %{
      model: params.model,
      messages: params.messages,
      stream: true,
      options: %{
        temperature: params.temperature,
        num_predict: params.max_tokens
      }
    }

    headers = [{"Content-Type", "application/json"}]
    body = Jason.encode!(payload)

    request = Finch.build(:post, url, headers, body)

    Finch.stream(request, LLMGateway.Finch, nil, fn
      {:status, _status}, acc -> acc
      {:headers, _headers}, acc -> acc

      {:data, data}, acc ->
        # Parse SSE chunks
        String.split(data, "\n", trim: true)
        |> Enum.each(fn line ->
          case Jason.decode(line) do
            {:ok, %{"message" => %{"content" => content}}} when content != "" ->
              send(producer_pid, {:chunk, content})

            {:ok, %{"done" => true}} ->
              send(producer_pid, {:done, %{prompt_tokens: 0, completion_tokens: 0, total_tokens: 0}})

            _ ->
              :ok
          end
        end)

        acc
    end)
  end

  defp stream_vllm(producer_pid, url, params) do
    payload = %{
      model: params.model,
      messages: params.messages,
      temperature: params.temperature,
      max_tokens: params.max_tokens,
      stream: true
    }

    headers = [{"Content-Type", "application/json"}]
    body = Jason.encode!(payload)

    request = Finch.build(:post, url, headers, body)

    Finch.stream(request, LLMGateway.Finch, nil, fn
      {:status, _}, acc -> acc
      {:headers, _}, acc -> acc

      {:data, data}, acc ->
        String.split(data, "\n", trim: true)
        |> Enum.each(fn line ->
          case String.trim_leading(line, "data: ") do
            "[DONE]" ->
              send(producer_pid, {:done, %{prompt_tokens: 0, completion_tokens: 0, total_tokens: 0}})

            json_str ->
              case Jason.decode(json_str) do
                {:ok, %{"choices" => [%{"delta" => %{"content" => content}} | _]}} when content != "" ->
                  send(producer_pid, {:chunk, content})

                _ ->
                  :ok
              end
          end
        end)

        acc
    end)
  end
end
9. Application Supervisor
# lib/llm_gateway/application.ex
defmodule LLMGateway.Application do
  use Application

  @impl true
  def start(_type, _args) do
    # Create ETS table for rate limiting
    :ets.new(:rate_limits, [:set, :public, :named_table])

    children = [
      # HTTP client pool
      {Finch, name: LLMGateway.Finch, pools: %{
        default: [size: 32, count: 4]
      }},

      # Queue system
      LLMGateway.LLMQueue,

      # Start multiple consumers (workers)
      Enum.map(1..4, fn i ->
        Supervisor.child_spec(
          {LLMGateway.LLMConsumer, []},
          id: {LLMGateway.LLMConsumer, i}
        )
      end),

      # Phoenix endpoint
      LLMGatewayWeb.Endpoint
    ]
    |> List.flatten()

    opts = [strategy: :one_for_one, name: LLMGateway.Supervisor]
    Supervisor.start_link(children, opts)
  end
end
10. Configuration
# config/config.exs
import Config

config :llm_gateway,
  # LLM Backend configuration
  llm_backend: :ollama,  # :ollama, :vllm, :tgi, :custom
  llm_backend_url: System.get_env("LLM_BACKEND_URL", "http://localhost:11434"),

  # API Keys (load from env or secure store)
  api_keys: [
    {"sk-test-key-1", %{user: "user1", rate_limit: 60}},
    {"sk-test-key-2", %{user: "user2", rate_limit: 120}}
  ],

  # Queue settings
  max_concurrent_requests: String.to_integer(System.get_env("MAX_CONCURRENT", "4")),
  request_timeout: 120_000

config :llm_gateway, LLMGatewayWeb.Endpoint,
  url: [host: "localhost"],
  http: [port: 4000],
  server: true,
  secret_key_base: "your-secret-key-base"

# Production config
import_config "#{config_env()}.exs"
# config/prod.exs
import Config

config :llm_gateway,
  llm_backend: String.to_atom(System.get_env("LLM_BACKEND", "ollama")),
  llm_backend_url: System.get_env("LLM_BACKEND_URL")!,
  api_keys: load_api_keys_from_env()

defp load_api_keys_from_env do
  # Load from environment or secret management system
  case System.get_env("API_KEYS_JSON") do
    nil -> []
    json ->
      Jason.decode!(json)
      |> Enum.map(fn {key, meta} -> {key, Map.new(meta)} end)
  end
end
API Endpoint Specification
Authentication
All requests must include an API key in the Authorization header:
Authorization: Bearer sk-your-api-key-here
Chat Completions (Non-Streaming)
Request:
POST /v1/chat/completions
Content-Type: application/json

{
  "model": "llama3.2:latest",
  "messages": [
    {"role": "system", "content": "You are a helpful assistant."},
    {"role": "user", "content": "Hello!"}
  ],
  "temperature": 0.7,
  "max_tokens": 2048
}
Response:
{
  "id": "chatcmpl-abc123",
  "object": "chat.completion",
  "created": 1699999999,
  "model": "llama3.2:latest",
  "choices": [
    {
      "index": 0,
      "message": {
        "role": "assistant",
        "content": "Hello! How can I help you today?"
      },
      "finish_reason": "stop"
    }
  ],
  "usage": {
    "prompt_tokens": 20,
    "completion_tokens": 10,
    "total_tokens": 30
  }
}
Chat Completions (Streaming)
Request:
POST /v1/chat/completions
Content-Type: application/json

{
  "model": "llama3.2:latest",
  "messages": [...],
  "stream": true
}
Response (SSE):
data: {"id":"chatcmpl-abc123","object":"chat.completion.chunk","created":1699999999,"model":"llama3.2:latest","choices":[{"index":0,"delta":{"content":"Hello"},"finish_reason":null}]}

data: {"id":"chatcmpl-abc123","object":"chat.completion.chunk","created":1699999999,"model":"llama3.2:latest","choices":[{"index":0,"delta":{"content":"!"},"finish_reason":null}]}

data: {"id":"chatcmpl-abc123","object":"chat.completion.chunk","created":1699999999,"model":"llama3.2:latest","choices":[{"index":0,"delta":{},"finish_reason":"stop"}],"usage":{"prompt_tokens":20,"completion_tokens":10,"total_tokens":30}}

data: [DONE]
Configuration & Deployment
Docker Compose Setup
# docker-compose.yml
version: '3.8'

services:
  # Ollama LLM Backend
  ollama:
    image: ollama/ollama:latest
    ports:
      - "11434:11434"
    volumes:
      - ollama_data:/root/.ollama
    environment:
      - OLLAMA_NUM_PARALLEL=4
      - OLLAMA_MAX_LOADED_MODELS=2
    deploy:
      resources:
        reservations:
          devices:
            - driver: nvidia
              count: 1
              capabilities: [gpu]

  # Elixir Gateway
  llm_gateway:
    build: .
    ports:
      - "4000:4000"
    environment:
      - LLM_BACKEND=ollama
      - LLM_BACKEND_URL=http://ollama:11434
      - MAX_CONCURRENT=4
      - API_KEYS_JSON={"sk-test":"{"user":"test","rate_limit":60}}"}
    depends_on:
      - ollama
    restart: unless-stopped

volumes:
  ollama_data:
Dockerfile
# Dockerfile
FROM elixir:1.15-alpine AS builder

WORKDIR /app

# Install build dependencies
RUN apk add --no-cache build-base git

# Install hex and rebar
RUN mix local.hex --force && mix local.rebar --force

# Copy mix files
COPY mix.exs mix.lock ./
RUN mix deps.get --only prod
RUN mix deps.compile

# Copy application code
COPY . .

# Compile and build release
RUN mix compile
RUN mix release

# Production image
FROM alpine:3.18

RUN apk add --no-cache openssl ncurses-libs libstdc++

WORKDIR /app

COPY --from=builder /app/_build/prod/rel/llm_gateway ./

ENV HOME=/app
ENV MIX_ENV=prod

CMD ["bin/llm_gateway", "start"]
Client Usage with LangChain
Using with GettextTranslator
# config/config.exs
config :gettext_translator, GettextTranslator,
  endpoint: LangChain.ChatModels.ChatOpenAI,
  endpoint_model: "llama3.2:latest",
  endpoint_temperature: 0,
  endpoint_config: %{
    "openai_key" => "sk-your-api-key",
    "openai_endpoint" => "http://your-gateway.com:4000/v1/chat/completions"
  },
  persona: "Professional translator",
  style: "Casual",
  ignored_languages: ["en"]
Using with LangChain Directly
alias LangChain.ChatModels.ChatOpenAI
alias LangChain.Chains.LLMChain
alias LangChain.Message

# Configure to use your gateway
Application.put_env(:langchain, :openai_key, "sk-your-api-key")
Application.put_env(:langchain, :openai_endpoint, "http://your-gateway.com:4000/v1/chat/completions")

# Create LLM
{:ok, llm} = ChatOpenAI.new(%{
  model: "llama3.2:latest",
  temperature: 0.7
})

# Create chain
{:ok, chain} = LLMChain.new(%{llm: llm})
|> LLMChain.add_message(Message.new_user!("Translate 'hello' to Spanish"))
|> LLMChain.run()

# Get response
response = LangChain.Message.ContentPart.parts_to_string(chain.last_message.content)
Advanced Features
1. Model Management
# lib/llm_gateway_web/controllers/models_controller.ex
defmodule LLMGatewayWeb.ModelsController do
  use Phoenix.Controller

  def index(conn, _params) do
    models = LLMGateway.ModelRegistry.list_models()

    json(conn, %{
      object: "list",
      data: Enum.map(models, &format_model/1)
    })
  end

  defp format_model(model) do
    %{
      id: model.name,
      object: "model",
      created: model.created_at,
      owned_by: "local",
      capabilities: model.capabilities
    }
  end
end
2. Request Prioritization
# Add priority to queue
def enqueue_with_priority(params, priority \\ :normal) do
  GenStage.call(__MODULE__, {:enqueue, params, priority, self(), make_ref()})
end

# In init, use priority queue
{:producer, PriorityQueue.new(), dispatcher: GenStage.DemandDispatcher}
3. Metrics & Monitoring
# lib/llm_gateway/telemetry.ex
defmodule LLMGateway.Telemetry do
  use Supervisor
  import Telemetry.Metrics

  def start_link(arg) do
    Supervisor.start_link(__MODULE__, arg, name: __MODULE__)
  end

  def init(_arg) do
    children = [
      {:telemetry_poller, measurements: periodic_measurements(), period: 10_000}
    ]

    Supervisor.init(children, strategy: :one_for_one)
  end

  def metrics do
    [
      # Queue metrics
      last_value("llm_gateway.queue.length"),
      last_value("llm_gateway.queue.pending_demand"),

      # Request metrics
      counter("llm_gateway.request.count"),
      distribution("llm_gateway.request.duration", unit: {:native, :millisecond}),

      # Error metrics
      counter("llm_gateway.error.count")
    ]
  end

  defp periodic_measurements do
    []
  end
end
4. Caching Layer
# lib/llm_gateway/cache.ex
defmodule LLMGateway.Cache do
  use GenServer

  def start_link(opts) do
    GenServer.start_link(__MODULE__, opts, name: __MODULE__)
  end

  def get(key) do
    GenServer.call(__MODULE__, {:get, key})
  end

  def put(key, value, ttl \\ 3600) do
    GenServer.cast(__MODULE__, {:put, key, value, ttl})
  end

  def init(_opts) do
    :ets.new(:llm_cache, [:set, :public, :named_table])
    {:ok, %{}}
  end

  # ... implementation
end
Summary
This Elixir-based LLM gateway provides:
✅ OpenAI-compatible API - Works seamlessly with LangChain
✅ Queue mechanics - GenStage-based backpressure control
✅ Concurrency control - Prevents overloading your GPU
✅ Rate limiting - Per-API-key rate limits
✅ Streaming support - SSE for real-time responses
✅ Multiple backends - Ollama, vLLM, TGI support
✅ Authentication - API key-based auth
✅ Fault tolerance - Supervisor trees for reliability
✅ Metrics ready - Telemetry integration
Deploy it alongside your Docker LLM container and expose it to your users with API keys!
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GettextTranslator.Dashboard.Components.GettextDashboardCSS 
    



      
Provides CSS styles for the Gettext Translator Dashboard that match
Phoenix LiveDashboard's look and feel.

      


      
        Summary


  
    Functions
  


    
      
        styles()

      


    





      


      
        Functions


        


  
    
      
    
    
      styles()



        
          
        

    

  


  


  


        

      


  

    
GettextTranslator.Dashboard.Components.Header 
    



      
Header component for the Gettext Translator dashboard.

      


      
        Summary


  
    Functions
  


    
      
        render(assigns)

      


        


    





      


      
        Functions


        


  
    
      
    
    
      render(assigns)



        
          
        

    

  


  

Attributes
	gettext_path (:string) (required)
	translations_count (:integer) (required)
	translations_loaded (:boolean) (required)
	modified_count (:integer) - Defaults to 0.
	approved_count (:integer) - Defaults to 0.
	loading (:boolean) - Defaults to false.
	extracting (:boolean) - Defaults to false.


  


        

      


  

    
GettextTranslator.Dashboard.Components.LLMOverrideForm 
    



      
Component for overriding LLM provider settings per session.

      


      
        Summary


  
    Functions
  


    
      
        render(assigns)

      


        


    





      


      
        Functions


        


  
    
      
    
    
      render(assigns)



        
          
        

    

  


  

Attributes
	llm_override (:map) - Defaults to nil.
	llm_provider_info (:map) (required)
	show_override_form (:boolean) - Defaults to false.


  


        

      


  

    
GettextTranslator.Dashboard.Components.TabNav 
    



      
Top-level tab navigation for the dashboard page.
Switches between Translation Stats, New Extracted, and New Translated views.

      


      
        Summary


  
    Functions
  


    
      
        render(assigns)

      


        


    





      


      
        Functions


        


  
    
      
    
    
      render(assigns)



        
          
        

    

  


  

Attributes
	active_tab (:string) (required)
	extracted_count (:integer) (required)
	translated_count (:integer) (required)


  


        

      


  

    
GettextTranslator.Dashboard.Components.TranslatedStats 
    



      
Component for displaying batch-translated translations from the current session,
grouped by language and domain for review, approval, and editing.

      


      
        Summary


  
    Functions
  


    
      
        render(assigns)

      


        


    





      


      
        Functions


        


  
    
      
    
    
      render(assigns)



        
          
        

    

  


  

Attributes
	translated_entries (:list) (required)


  


        

      


  

    
GettextTranslator.Dashboard.Components.TranslationDetails 
    



      
Component for showing and editing translation details.

      


      
        Summary


  
    Functions
  


    
      
        changelog_badge(assigns)

      


        


    


    
      
        render(assigns)

      


        


    


    
      
        status_badge(assigns)

      


        


    


    
      
        translation_edit_form(assigns)

      


        


    





      


      
        Functions


        


  
    
      
    
    
      changelog_badge(assigns)



        
          
        

    

  


  

Attributes
	status (:string) (required)


  



  
    
      
    
    
      render(assigns)



        
          
        

    

  


  

Attributes
	viewing_language (:string) (required)
	viewing_domain (:string) (required)
	filtered_translations (:list) (required)
	editing_id (:string) - Defaults to nil.
	llm_translating (:boolean) - Defaults to false.
	llm_translation_result (:map) - Defaults to nil.
	llm_provider_info (:map) - Defaults to %{configured: false}.


  



  
    
      
    
    
      status_badge(assigns)



        
          
        

    

  


  

Attributes
	status (:atom) (required)


  



  
    
      
    
    
      translation_edit_form(assigns)



        
          
        

    

  


  

Attributes
	translation (:map) (required)
	llm_translating (:boolean) - Defaults to false.
	llm_translation_result (:map) - Defaults to nil.
	llm_provider_info (:map) - Defaults to %{configured: false}.


  


        

      


  

    
GettextTranslator.Dashboard.Components.TranslationStats 
    



      
Component for displaying translation statistics.

      


      
        Summary


  
    Functions
  


    
      
        render(assigns)

      


        


    





      


      
        Functions


        


  
    
      
    
    
      render(assigns)



        
          
        

    

  


  

Attributes
	translations (:list) (required)


  


        

      


  

    
GettextTranslator.Dashboard.PromptTemplates 
    



      
Locale-aware prompt templates for quick LLM translation actions.
Each action (regenerate, short_version, rephrase, synonyms) has a prompt
written in the target language to help the LLM produce more natural output.
Falls back to English for unsupported locales.

      


      
        Summary


  
    Types
  


    
      
        action()

      


    





  
    Functions
  


    
      
        action_label(atom)

      


        Returns a human-readable label for a quick action.



    


    
      
        actions()

      


        Returns the list of available quick actions.



    


    
      
        get_prompt(action, language_code)

      


        Returns the prompt for a given action and language code.



    





      


      
        Types


        


  
    
      
    
    
      action()



        
          
        

    

  


  

      

          @type action() :: :regenerate | :short_version | :rephrase | :synonyms


      



  


        

      

      
        Functions


        


  
    
      
    
    
      action_label(atom)



        
          
        

    

  


  

      

          @spec action_label(action()) :: String.t()


      


Returns a human-readable label for a quick action.
Examples
iex> PromptTemplates.action_label(:short_version)
"Short Version"

  



  
    
      
    
    
      actions()



        
          
        

    

  


  

      

          @spec actions() :: [action()]


      


Returns the list of available quick actions.
Examples
iex> PromptTemplates.actions()
[:regenerate, :short_version, :rephrase, :synonyms]

  



  
    
      
    
    
      get_prompt(action, language_code)



        
          
        

    

  


  

      

          @spec get_prompt(action(), String.t()) :: String.t()


      


Returns the prompt for a given action and language code.
The language code is a POSIX locale (e.g., "uk", "es", "pt_BR").
Falls back to English if the locale is not supported.
Examples
iex> PromptTemplates.get_prompt(:rephrase, "uk")
"Перефразуй переклад іншими словами, збережи той самий зміст але використай інші конструкції"

iex> PromptTemplates.get_prompt(:regenerate, "pt_BR")
"Traduza este texto novamente, ofereça uma nova alternativa de tradução"

iex> PromptTemplates.get_prompt(:short_version, "ja")
"Make the translation as short as possible while keeping the core meaning"

  


        

      


  

    
GettextTranslator.Util.Extractor 
    



      
Handles extraction and merging of gettext translations.
In development (Mix available), runs mix gettext.extract --merge --no-fuzzy.
In production (no Mix), falls back to merging .pot files into .po files using Expo.

      


      
        Summary


  
    Functions
  


    
      
        extract_and_merge(gettext_path)

      


        Extracts and merges gettext translations.



    





      


      
        Functions


        


  
    
      
    
    
      extract_and_merge(gettext_path)



        
          
        

    

  


  

      

          @spec extract_and_merge(String.t()) :: {:ok, String.t()} | {:error, any()}


      


Extracts and merges gettext translations.
Uses mix gettext.extract --merge in dev, or merges .pot files directly in prod.
Parameters
	gettext_path - The path to the gettext directory

Returns
	{:ok, message} on success
	{:error, reason} on failure

Examples
iex> Extractor.extract_and_merge("/path/to/priv/gettext")
{:ok, "Extraction complete: ..."}

  


        

      


  

    
GettextTranslator 
    



      
A module for translating gettext files.
This module provides functionality to scan directories for gettext files,
process translation folders, and summarize the results. It leverages helper functions
and processors defined in other modules.
Overview
The main entry point of this module is the translate/2 function which:
	Scans the specified root directory for gettext files using Parser.scan/1.
	Processes each folder corresponding to a language.
	Summarizes the total number of translations made.

Languages that are defined in the provider's ignored_languages list will be skipped,
and a log message is generated.
Example Usage
iex> provider = %{ignored_languages: ["fr", "de"]}
iex> root_path = "path/to/gettext"
iex> GettextTranslator.configure(application: :my_app)
iex> GettextTranslator.translate(provider, root_path)
{:ok, total_translations}

      


      
        Summary


  
    Functions
  


    
      
        application()

      


        Returns the configured application name or nil if not configured.



    


    
      
        configure(opts \\ [])

      


        Configures the GettextTranslator module.



    


    
      
        translate(provider, root_gettext_path)

      


        Translates the gettext files located at the given root path.



    





      


      
        Functions


        


  
    
      
    
    
      application()



        
          
        

    

  


  

Returns the configured application name or nil if not configured.

  



    

  
    
      
    
    
      configure(opts \\ [])



        
          
        

    

  


  

Configures the GettextTranslator module.
Options
	:application - The OTP application name to use for resolving paths

Example
iex> GettextTranslator.configure(application: :my_app)
:ok

  



  
    
      
    
    
      translate(provider, root_gettext_path)



        
          
        

    

  


  

Translates the gettext files located at the given root path.
This function performs the following steps:
	Scans the root_gettext_path for gettext files using Parser.scan/1.
	Processes each language folder found by filtering out languages that are ignored
(as specified in the provider map's ignored_languages key) and running the translation
process on the rest using Processor.run/2.
	Summarizes the total number of translations performed across all folders.

Parameters
	provider: A map or struct that configures the translation process. It must include an
ignored_languages key which is a list of language codes to be skipped.
	root_gettext_path: The root directory path where gettext files are stored.                Can be a relative path "priv/gettext" or an absolute path.


Return Value
Returns {:ok, total} where total is the sum of translations performed.
If the scan fails, the function will return the corresponding error tuple.
Examples
iex> provider = %{ignored_languages: ["fr", "de"]}
iex> root_gettext_path = "priv/gettext"
iex> GettextTranslator.translate(provider, root_gettext_path)
{:ok, total_translations}

  


        

      


  

    
GettextTranslator.Processor 
    



      
Documentation for GettextTranslator.Processor.
Here we process parsing the PO files and extracting the messages.

      


      
        Summary


  
    Functions
  


    
      
        run(map, provider)

      


    





      


      
        Functions


        


  
    
      
    
    
      run(map, provider)



        
          
        

    

  


  


  


        

      


  

    
GettextTranslator.Processor.LLM 
    



      
 LLM processor for the translator behaviour.

      


      
        Summary


  
    Functions
  


    
      
        build_translategemma_prompt(message, source_code, target_code)

      


        Builds a TranslateGemma-formatted prompt for translation.



    


    
      
        translate(provider, map)

      


        Callback implementation for GettextTranslator.Processor.Translator.translate/2.



    


    
      
        translate_single(provider, opts, additional_instructions \\ nil)

      


        Translates a single message using the configured LLM provider, with optional
additional instructions to guide the translation.



    


    
      
        translategemma?(model_name)

      


        Checks if the given model name is a TranslateGemma model.



    





      


      
        Functions


        


  
    
      
    
    
      build_translategemma_prompt(message, source_code, target_code)



        
          
        

    

  


  

      

          @spec build_translategemma_prompt(String.t(), String.t(), String.t()) :: String.t()


      


Builds a TranslateGemma-formatted prompt for translation.
TranslateGemma expects a single user message with a specific structure:
professional translator persona, followed by two blank lines before the text.
Parameters
	message - The text to translate
	source_code - POSIX code of the source language (e.g., "en")
	target_code - POSIX code of the target language (e.g., "es")

Examples
iex> GettextTranslator.Processor.LLM.build_translategemma_prompt("Hello", "en", "es")
"You are a professional English (en) to Spanish (es) translator. " <>
"Your goal is to accurately convey the meaning and nuances of the original English text " <>
"while adhering to Spanish grammar, vocabulary, and cultural sensitivities.\n" <>
"Produce only the Spanish translation, without any additional explanations or commentary. " <>
"Please translate the following English text into Spanish:\n\n\nHello"

  



  
    
      
    
    
      translate(provider, map)



        
          
        

    

  


  

      

          @spec translate(
  GettextTranslator.Processor.Translator.provider(),
  GettextTranslator.Processor.Translator.opts()
) :: {:ok, String.t()} | {:error, any()}


      


Callback implementation for GettextTranslator.Processor.Translator.translate/2.

  



    

  
    
      
    
    
      translate_single(provider, opts, additional_instructions \\ nil)



        
          
        

    

  


  

      

          @spec translate_single(
  GettextTranslator.Processor.Translator.provider(),
  map(),
  String.t() | nil
) ::
  {:ok, map()} | {:error, any()}


      


Translates a single message using the configured LLM provider, with optional
additional instructions to guide the translation.
Parameters
	provider - The provider config map from Parser.parse_provider/0
	opts - Map with :language_code, :message, :type, and optionally :plural_message
	additional_instructions - Optional string with extra instructions for the LLM

Returns
	{:ok, %{translation: String.t(), plural_translation: String.t() | nil}}

	{:error, reason}


  



  
    
      
    
    
      translategemma?(model_name)



        
          
        

    

  


  

      

          @spec translategemma?(String.t()) :: boolean()


      


Checks if the given model name is a TranslateGemma model.
Examples
iex> GettextTranslator.Processor.LLM.translategemma?("translategemma-27b")
true

iex> GettextTranslator.Processor.LLM.translategemma?("gpt-4")
false

  


        

      


  

    
GettextTranslator.Processor.Translator behaviour
    



      
Translator behavior.

      


      
        Summary


  
    Types
  


    
      
        endpoint()

      


    


    
      
        opts()

      


    


    
      
        provider()

      


    





  
    Callbacks
  


    
      
        translate(provider, opts)

      


    





      


      
        Types


        


  
    
      
    
    
      endpoint()



        
          
        

    

  


  

      

          @type endpoint() :: %{
  adapter: module(),
  model: String.t(),
  temperature: float(),
  config: map()
}


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: %{message: String.t(), language_code: String.t()}


      



  



  
    
      
    
    
      provider()



        
          
        

    

  


  

      

          @type provider() :: %{
  endpoint: endpoint(),
  persona: String.t(),
  style: String.t(),
  source_language: String.t(),
  ignored_codes: [String.t()]
}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      translate(provider, opts)



        
          
        

    

  


  

      

          @callback translate(provider(), opts()) :: {:ok, String.t()} | {:error, any()}


      



  


        

      


  

    
GettextTranslator.Util.GitHub 
    




      
        Summary


  
    Functions
  


    
      
        create_github_programmatic_pr(repo_url, branch_name, base_branch, file_changes)

      


    





      


      
        Functions


        


  
    
      
    
    
      create_github_programmatic_pr(repo_url, branch_name, base_branch, file_changes)



        
          
        

    

  


  


  


        

      


  

    
GettextTranslator.Util.GitLab 
    




      
        Summary


  
    Functions
  


    
      
        create_gitlab_programmatic_mr(repo_url, branch_name, base_branch, file_changes)

      


    





      


      
        Functions


        


  
    
      
    
    
      create_gitlab_programmatic_mr(repo_url, branch_name, base_branch, file_changes)



        
          
        

    

  


  


  


        

      


  

    
GettextTranslator.Util.Helper 
    



      
Helper functions

      


      
        Summary


  
    Functions
  


    
      
        empty_string?(str)

      


    


    
      
        ensure_config_table()

      


    


    
      
        extract_domain_from_path(file_path)

      


    


    
      
        get_application()

      


    


    
      
        get_config(key)

      


    


    
      
        lc_messages()

      


    


    
      
        store_config(key, value)

      


    





      


      
        Functions


        


  
    
      
    
    
      empty_string?(str)



        
          
        

    

  


  


  



  
    
      
    
    
      ensure_config_table()



        
          
        

    

  


  


  



  
    
      
    
    
      extract_domain_from_path(file_path)



        
          
        

    

  


  


  



  
    
      
    
    
      get_application()



        
          
        

    

  


  


  



  
    
      
    
    
      get_config(key)



        
          
        

    

  


  


  



  
    
      
    
    
      lc_messages()



        
          
        

    

  


  


  



  
    
      
    
    
      store_config(key, value)



        
          
        

    

  


  


  


        

      


  

    
GettextTranslator.Util.LanguageNames 
    



      
Maps POSIX language codes to full language names and ISO codes.
Used primarily for TranslateGemma prompt formatting.

      


      
        Summary


  
    Functions
  


    
      
        iso_code(posix_code)

      


        Returns the ISO/BCP47 language code for a given POSIX locale code.



    


    
      
        language_name(posix_code)

      


        Returns the full language name for a given POSIX locale code.



    





      


      
        Functions


        


  
    
      
    
    
      iso_code(posix_code)



        
          
        

    

  


  

      

          @spec iso_code(String.t()) :: String.t()


      


Returns the ISO/BCP47 language code for a given POSIX locale code.
Converts POSIX underscore format (pt_BR) to BCP47 hyphen format (pt-BR).
Examples
iex> GettextTranslator.Util.LanguageNames.iso_code("en")
"en"

iex> GettextTranslator.Util.LanguageNames.iso_code("pt_BR")
"pt-BR"

iex> GettextTranslator.Util.LanguageNames.iso_code("zh_CN")
"zh-Hans"

  



  
    
      
    
    
      language_name(posix_code)



        
          
        

    

  


  

      

          @spec language_name(String.t()) :: String.t()


      


Returns the full language name for a given POSIX locale code.
Falls back to the base language if the full code is not found,
and to the code itself if no mapping exists.
Examples
iex> GettextTranslator.Util.LanguageNames.language_name("en")
"English"

iex> GettextTranslator.Util.LanguageNames.language_name("pt_BR")
"Portuguese"

iex> GettextTranslator.Util.LanguageNames.language_name("unknown")
"unknown"

  


        

      


  

    
GettextTranslator.Util.MakePullRequest 
    




      
        Summary


  
    Functions
  


    
      
        create_pull_request(modified_translations, changelog_entries)

      


    





      


      
        Functions


        


  
    
      
    
    
      create_pull_request(modified_translations, changelog_entries)



        
          
        

    

  


  


  


        

      


  

    
GettextTranslator.Util.Parser 
    



      
Parse files in the gettext root folder

      


      
        Summary


  
    Functions
  


    
      
        parse_provider()

      


    


    
      
        provider_info()

      


        Returns a summary of the configured LLM provider for display in the dashboard.



    


    
      
        scan(gettext_root_path)

      


    





      


      
        Functions


        


  
    
      
    
    
      parse_provider()



        
          
        

    

  


  


  



  
    
      
    
    
      provider_info()



        
          
        

    

  


  

      

          @spec provider_info() ::
  %{configured: boolean(), adapter_name: String.t(), model: String.t()}
  | %{configured: false}


      


Returns a summary of the configured LLM provider for display in the dashboard.
Returns %{configured: true, adapter_name: "ChatOpenAI", model: "gpt-4"} when
configured, or %{configured: false} otherwise.

  



  
    
      
    
    
      scan(gettext_root_path)



        
          
        

    

  


  


  


        

      


  

    
GettextTranslator.Util.PathHelper 
    



      
Helper functions for working with PO and changelog file paths.

      


      
        Summary


  
    Functions
  


    
      
        changelog_path_for_po(po_path, app \\ nil)

      


        Gets the changelog path corresponding to a PO file.



    


    
      
        ensure_changelog_dir(app \\ nil)

      


        Ensures the translation_changelog directory exists.



    


    
      
        extract_domain(po_path)

      


        Extracts the domain from a PO file path.



    


    
      
        extract_language_code(po_path)

      


        Extracts the language code from a PO file path.



    


    
      
        gettext_dir(app \\ nil)

      


        Returns the appropriate gettext directory path.



    


    
      
        po_path_for_changelog(changelog_path, app \\ nil)

      


        Gets the source PO file path from a changelog path.



    


    
      
        translation_changelog_dir(app \\ nil)

      


        Returns the appropriate translation changelog directory path.



    





      


      
        Functions


        


    

  
    
      
    
    
      changelog_path_for_po(po_path, app \\ nil)



        
          
        

    

  


  

Gets the changelog path corresponding to a PO file.
Examples
iex> changelog_path_for_po("priv/gettext/uk/LC_MESSAGES/default.po", :my_app)
"/path/to/my_app/priv/translation_changelog/uk_default_changelog.json"

  



    

  
    
      
    
    
      ensure_changelog_dir(app \\ nil)



        
          
        

    

  


  

Ensures the translation_changelog directory exists.
Examples
iex> ensure_changelog_dir(:my_app)
:ok

  



  
    
      
    
    
      extract_domain(po_path)



        
          
        

    

  


  

Extracts the domain from a PO file path.
Examples
iex> extract_domain("priv/gettext/uk/LC_MESSAGES/default.po")
"default"

  



  
    
      
    
    
      extract_language_code(po_path)



        
          
        

    

  


  

Extracts the language code from a PO file path.
Examples
iex> extract_language_code("priv/gettext/uk/LC_MESSAGES/default.po")
"uk"

  



    

  
    
      
    
    
      gettext_dir(app \\ nil)



        
          
        

    

  


  

Returns the appropriate gettext directory path.
Examples
iex> gettext_dir(:my_app)
"/path/to/my_app/priv/gettext"

  



    

  
    
      
    
    
      po_path_for_changelog(changelog_path, app \\ nil)



        
          
        

    

  


  

Gets the source PO file path from a changelog path.
Examples
iex> po_path_for_changelog("priv/translation_changelog/uk_default_changelog.json", :my_app)
"/path/to/my_app/priv/gettext/uk/LC_MESSAGES/default.po"

  



    

  
    
      
    
    
      translation_changelog_dir(app \\ nil)



        
          
        

    

  


  

Returns the appropriate translation changelog directory path.
Examples
iex> translation_changelog_dir(:my_app)
"/path/to/my_app/priv/translation_changelog"

  


        

      


  

    
GettextTranslator.Util.PoHelper 
    




      
        Summary


  
    Functions
  


    
      
        get_message_id(arg1)

      


    


    
      
        update_po_message(msg, translation)

      


    





      


      
        Functions


        


  
    
      
    
    
      get_message_id(arg1)



        
          
        

    

  


  


  



  
    
      
    
    
      update_po_message(msg, translation)



        
          
        

    

  


  


  


        

      


  

    
GettextTranslator.Dashboard 
    



      
Phoenix LiveDashboard integration for GettextTranslator.
This module provides functions to register the GettextTranslator dashboard
with your Phoenix application.
Setup
	Add the required dependencies to your mix.exs:

def deps do
  [
    {:gettext_translator, "~> 0.4.5"},
    {:phoenix_live_dashboard, ">= 0.6.0"},
    {:phoenix_live_view, ">= 0.17.0"}
  ]
end
	Add the GettextTranslator supervisor to your application:

# lib/my_app/application.ex
def start(_type, _args) do
  children = [
    # ... other children
    GettextTranslator.Supervisor
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
	Add the dashboard page to your Phoenix router:

# lib/my_app_web/router.ex
import Phoenix.LiveDashboard.Router

scope "/" do
  pipe_through [:browser, :admin_auth] # replace with your actual pipeline

  live_dashboard "/dashboard",
    metrics: MyAppWeb.Telemetry,
    additional_pages: GettextTranslator.Dashboard.page_config(gettext_path: "priv/gettext")
end
Usage
Once set up, you can access the Gettext Translations page from your Phoenix LiveDashboard.
The dashboard allows you to:
	View all translations across all language files
	Filter translations by language, domain, and status
	Edit translations directly in the UI
	Commit changes back to PO files
	Create Git commits and PRs (if the git_cli dependency is available)

You can also continue to use the mix task for batch translation:
mix gettext_translator.run

      


      
        Summary


  
    Functions
  


    
      
        ensure_dashboard_dependencies_loaded?()

      


        Checks if the Phoenix.LiveDashboard and Phoenix.LiveView dependencies are available.



    


    
      
        load_translations(gettext_path \\ "priv/gettext")

      


        Loads translations from the given gettext path.



    


    
      
        page(opts \\ [])

      


        Returns the gettext dashboard page configuration.



    


    
      
        page_config(opts \\ [])

      


        Returns a list of additional pages configuration for Phoenix LiveDashboard.



    


    
      
        quick_test(gettext_path \\ "priv/gettext")

      


        Helper function to quickly test the dashboard API in IEx.



    


    
      
        start_translation_store()

      


        Starts the translation store process manually if needed.



    





      


      
        Functions


        


  
    
      
    
    
      ensure_dashboard_dependencies_loaded?()



        
          
        

    

  


  

Checks if the Phoenix.LiveDashboard and Phoenix.LiveView dependencies are available.

  



    

  
    
      
    
    
      load_translations(gettext_path \\ "priv/gettext")



        
          
        

    

  


  

Loads translations from the given gettext path.
This must be called after the translation store is started to load the
translations into memory.
For release environments, use an absolute path:
Application.app_dir(:my_app, "priv/gettext")
Returns {:ok, count} where count is the number of translations loaded,
or {:error, reason} if loading failed.

  



    

  
    
      
    
    
      page(opts \\ [])



        
          
        

    

  


  

Returns the gettext dashboard page configuration.
Options
	:gettext_path - Path to the gettext directory (default: "priv/gettext")
	:application - The OTP application name used for resolving absolute paths in releases

Example
# When manually constructing the dashboard pages
additional_pages = [
my_custom_page: {MyCustomPage, []},
gettext_translations: GettextTranslator.Dashboard.page(
  gettext_path: "priv/gettext",
  application: :my_app
)
]

  



    

  
    
      
    
    
      page_config(opts \\ [])



        
          
        

    

  


  

Returns a list of additional pages configuration for Phoenix LiveDashboard.
Options
	:gettext_path - Path to the gettext directory (default: "priv/gettext")
	:application - The OTP application name used for resolving absolute paths in releases

Example
live_dashboard "/dashboard",
metrics: MyAppWeb.Telemetry,
additional_pages: GettextTranslator.Dashboard.page_config(
  gettext_path: "priv/gettext",
  application: :my_app
)

  



    

  
    
      
    
    
      quick_test(gettext_path \\ "priv/gettext")



        
          
        

    

  


  

Helper function to quickly test the dashboard API in IEx.
This function starts the translation store, loads translations from the
given gettext path, and returns basic stats about the loaded translations.
Example
iex> GettextTranslator.Dashboard.quick_test("priv/gettext")

  



  
    
      
    
    
      start_translation_store()



        
          
        

    

  


  

Starts the translation store process manually if needed.
This is usually handled by the GettextTranslator.Supervisor, but can be
called directly if needed.

  


        

      


  

    
GettextTranslator.Dashboard.DashboardPage 
    



      
Phoenix LiveDashboard page for managing Gettext translations.
This module integrates with Phoenix LiveDashboard to provide a UI for viewing
and managing gettext translations.

      




  

    
GettextTranslator.Supervisor 
    



      
Supervisor for GettextTranslator processes.
This module provides a supervisor that can be included in your application's
supervision tree to manage the GettextTranslator dashboard components.
Usage
Add to your application supervision tree:
# In your application.ex
def start(_type, _args) do
  children = [
    # ... other children
    GettextTranslator.Supervisor
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  


        

      


  

    
GettextTranslator.Store 
    



      
In-memory store for translation entries and changelog using ETS.
This module is responsible for the low-level persistence layer.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        count_approved_translations()

      


        Get the current count for approved translations



    


    
      
        count_by_status(status)

      


    


    
      
        count_modified_translations()

      


        Counts the number of translations with :modified status.



    


    
      
        get_changelog(id)

      


    


    
      
        get_entries_by_file()

      


    


    
      
        get_translation(id)

      


    


    
      
        increment_approved()

      


        Increment the approved translations counter



    


    
      
        insert_changelog(id, entry)

      


    


    
      
        insert_translation(id, translation)

      


    


    
      
        list_changelogs()

      


    


    
      
        list_translations()

      


    


    
      
        reset_approved_counter()

      


        Reset the approved translations counter



    


    
      
        reset_changelogs()

      


    


    
      
        reset_translations()

      


    


    
      
        start_approved_counter()

      


        Start the ETS table for approved translations when your application starts.
Call this in your application's supervision tree.



    


    
      
        start_link(opts \\ [])

      


        Starts the ETS store.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      count_approved_translations()



        
          
        

    

  


  

Get the current count for approved translations

  



  
    
      
    
    
      count_by_status(status)



        
          
        

    

  


  


  



  
    
      
    
    
      count_modified_translations()



        
          
        

    

  


  

Counts the number of translations with :modified status.

  



  
    
      
    
    
      get_changelog(id)



        
          
        

    

  


  


  



  
    
      
    
    
      get_entries_by_file()



        
          
        

    

  


  


  



  
    
      
    
    
      get_translation(id)



        
          
        

    

  


  


  



  
    
      
    
    
      increment_approved()



        
          
        

    

  


  

Increment the approved translations counter

  



  
    
      
    
    
      insert_changelog(id, entry)



        
          
        

    

  


  


  



  
    
      
    
    
      insert_translation(id, translation)



        
          
        

    

  


  


  



  
    
      
    
    
      list_changelogs()



        
          
        

    

  


  


  



  
    
      
    
    
      list_translations()



        
          
        

    

  


  


  



  
    
      
    
    
      reset_approved_counter()



        
          
        

    

  


  

Reset the approved translations counter

  



  
    
      
    
    
      reset_changelogs()



        
          
        

    

  


  


  



  
    
      
    
    
      reset_translations()



        
          
        

    

  


  


  



  
    
      
    
    
      start_approved_counter()



        
          
        

    

  


  

Start the ETS table for approved translations when your application starts.
Call this in your application's supervision tree.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the ETS store.

  


        

      


  

    
GettextTranslator.Store.Changelog 
    



      
Service for managing changelog operations.
Maintains status history of translations with a simple 1:1 mapping.

      


      
        Summary


  
    Functions
  


    
      
        approve_translation(translation)

      


        Approves a translation in the changelog.



    


    
      
        create_new_changelog_entry(translation, status \\ "NEW")

      


        Creates a new changelog entry for a new translation or when one doesn't exist.



    


    
      
        load_changelog_files(folders, app)

      


        Loads changelog files for translations.
Maps each translation to its corresponding status record.



    


    
      
        match_changelog_with_translations()

      


        Match changelog entries with translations using message_id as the key.



    


    
      
        save_to_files()

      


        Saves all modified changelog entries to disk, while preserving existing entries.
Converts MODIFIED status to APPROVED during persistence.



    


    
      
        update_for_modified_translation(translation, params)

      


        Updates a changelog entry when a translation is modified from the UI.



    





      


      
        Functions


        


  
    
      
    
    
      approve_translation(translation)



        
          
        

    

  


  

Approves a translation in the changelog.

  



    

  
    
      
    
    
      create_new_changelog_entry(translation, status \\ "NEW")



        
          
        

    

  


  

Creates a new changelog entry for a new translation or when one doesn't exist.

  



  
    
      
    
    
      load_changelog_files(folders, app)



        
          
        

    

  


  

Loads changelog files for translations.
Maps each translation to its corresponding status record.

  



  
    
      
    
    
      match_changelog_with_translations()



        
          
        

    

  


  

Match changelog entries with translations using message_id as the key.

  



  
    
      
    
    
      save_to_files()



        
          
        

    

  


  

Saves all modified changelog entries to disk, while preserving existing entries.
Converts MODIFIED status to APPROVED during persistence.

  



  
    
      
    
    
      update_for_modified_translation(translation, params)



        
          
        

    

  


  

Updates a changelog entry when a translation is modified from the UI.

  


        

      


  

    
GettextTranslator.Store.Translation 
    



      
Service for managing translation operations.
Handles processing PO files and translation operations.

      


      
        Summary


  
    Functions
  


    
      
        filter_translations(criteria)

      


        Filters translations by the given criteria.



    


    
      
        load_translations(gettext_path)

      


        Loads all translations from the gettext directories.



    


    
      
        save_all_changes()

      


        Saves all pending translation changes and changelog entries.
Called when saving work or making a PR.



    


    
      
        save_translations_to_file(file_path, translations)

      


    


    
      
        update_translation(id, params)

      


        Updates a translation with new values.



    





      


      
        Functions


        


  
    
      
    
    
      filter_translations(criteria)



        
          
        

    

  


  

Filters translations by the given criteria.

  



  
    
      
    
    
      load_translations(gettext_path)



        
          
        

    

  


  

Loads all translations from the gettext directories.

  



  
    
      
    
    
      save_all_changes()



        
          
        

    

  


  

Saves all pending translation changes and changelog entries.
Called when saving work or making a PR.

  



  
    
      
    
    
      save_translations_to_file(file_path, translations)



        
          
        

    

  


  


  



  
    
      
    
    
      update_translation(id, params)



        
          
        

    

  


  

Updates a translation with new values.

  


        

      


  

    
mix gettext_translator.run 
    



      
 GettextTranslator usage:
	Base using default gettext folder (priv/gettext)
 mix gettext_translator.run

	Providing specific gettext folder
 mix gettext_translator.run my_path/gettext
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